
Chapter 8

A Network and Cache Simulator

8.1 Introduction

Simulation is a common approach for algorithmic research, and is widespread in Web

caching research (as we saw in Chapter 7). In general, simulation provides many ben-

efits, including the ability to:

• test scenarios that are dangerous or have not yet occurred in the real world,

• predict performance to aid technology design,

• predict expected behavior of new protocols and designs without implementation

costs or disruption of existing systems,

• slow or speed time for effective analysis, and

• quickly survey a range of potential variations.

These features make simulation valuable to Web research, especially early in the

research and development cycle. In this chapter, we will explore the use of Web simula-

tion to evaluate caching and prefetching schemes. Unlike much early caching research,

we use simulation to estimate response times, rather than just object and byte hit rates.

This focus is needed because response time improvement is a common justification for

the use of Web caching, and is arguably the initial raison d’être for content delivery

networks.

A simulator is only useful when it produces believable results. Believability, however,

is a subjective quality, and typically only comes after the simulator has been validated

by exhaustive testing and widespread use. Heidemann et al. [HMK00] provide one
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definition of validation as the “process to evaluate how accurately a model reflects the

real-world phenomenon that it purports to represent.”

Thus, in addition to introducing a new caching simulator, this chapter will need

to provide some measure of validation so that it may be found believable. It is our

intent to demonstrate the validity of the HTTP response times as estimated for the

client in a new HTTP simulator by comparison to real-world performance data at both

a small scale (individual transactions, carefully measured) and at a large scale (tens of

thousands of clients and servers from a log of real-world usage).

The rest of this section will provide an overview of the new simulator as well as the

motivation to develop it. Section 8.2 describes the implementation and organization of

the simulator. In Section 8.3 we break from the simulator and instead describe a large

dataset of real-world traffic which we will use later in part of Section 8.4 in which we

validate the simulator against small-scale and large-scale real-world datasets. Section

8.5 will provide additional demonstrations of the utility of the simulator. In Section

8.6 we wrap up the chapter by comparing our simulation work to others and consider

future work.

8.1.1 Overview

NCS (Network and Cache Simulator) is an HTTP trace-driven discrete event simulator

of network and caching activity. It is highly parameterized for maximal compatibil-

ity with previous caching and network simulations. In granularity, it resides between

the high-level caching-only simulators prominent in much Web caching research (e.g.,

[Par96, DMF97, GPB98, BH98a, HWMS98, BBBC99, ZIRO99, BKNM02]), and the

detailed simulators of networking protocols and traffic. In an effort to capture esti-

mates of user-perceived response times, it simulates simplistic caching and prefetching

functionality at various locations in a network comprising of client browsers, an optional

intermediate proxy, and Web servers. Caching is optionally supported at the proxy and

clients. Additionally, it simulates many aspects of TCP traffic among these entities on

a somewhat idealized network.

The development goals for NCS included:
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• Estimate client-side response times and bandwidth usages by

– Capturing intrinsic network effects (e.g., new connection costs, TCP slow

start).

– Modeling real topologies (including browsers, proxies, and servers, with po-

tentially multiple connections and/or persistent connections).

– Capturing real-world network effects (including distributions of response

times and bandwidths).

• Provide credibility – be able to compare simulation results to real-world numbers.

• Incorporate optional prefetching techniques for testing and evaluation.

While most Web caching simulators measure hit rates and bandwidth used, few

consider the detail needed to estimate response times believably. In contrast, NCS is

specifically designed to estimate the response times experienced by the user, and so

includes network simulation in addition to a caching implementation.

This chapter motivates the design, lists the features, provides an overview of the

implementation, and presents some sample experiments to demonstrate the utility of

the simulator.

8.1.2 Motivation

As mentioned in Chapter 7, evaluation of Web caching research has varied widely among

dimensions of measurement metrics, implementation forms (from logic arguments, to

event simulations, to full implementation), and workloads used. Even when restrict-

ing one’s view to caching-oriented simulators (e.g., those used in [WAS+96, CDF+98,

FCD+99, FJCL99, ZIRO99, BH00, DL00]), it is apparent that there is a wide range

of simulation detail. However, it has also been noted that some details are of particu-

lar importance [CDF+98], such as certain TCP slow-start network effects and HTTP

connection caching when trying to capture estimates of response times.

Caching in the Web is known to reduce network bandwidth, server loads, and user-

perceived latency. As overall bandwidth in the net improves and becomes less expensive

147



and more experience is gained in managing loads of popular servers, the final charac-

teristic of latency improvement grows in interest among caching researchers. This, in

fact, was the initial motivation for the development of NCS. As we have seen in earlier

chapters, prefetching is a well-known approach to reduce response times. However,

a significant difficulty in Web prefetching research is the lack of good methods for

evaluation. Later in Chapter 10 we will propose a mechanism for evaluation of fully

implemented systems that may employ prefetching, but a simulator is more appropriate

for the earlier feedback needed in any research effort.

Therefore, NCS has been designed to estimate the client-perceived response times

by simulating the network latencies and the effects of caches present in the network. In

addition, it contains optional prediction code described in Chapter 4 to provide various

levels of prefetching wherever caching is available.

Although inspired by the caching simulators described and used elsewhere [FCD+99,

FJCL99, DL00], the coding and development of NCS has proceeded independently. An

alternative might have been to use the network simulator ns [UCB01] and extend it

appropriately for prefetching. However, ns is also known to have a steep learning curve

[BEF+00], and would require significantly more computational resources because of

the more detailed modeling it performs. Instead, initial NCS prototypes were quickly

implemented in Perl and appeared quite promising. By using a less-detailed network

model, and a current implementation in C, NCS is able to estimate performance for

traces using tens of thousands of hosts much faster than real-time. In summary, we

wanted more detail (and response-time accuracy) than typical caching-only simulators,

but faster simulation times for large experiments than the fine-grained network-oriented

simulator ns, and to be able to incorporate code that optionally estimates the effects

of prefetching.

The code for HTTP over TCP, and especially for slow-start effects, is based signif-

icantly on the models shown in [THO96, HOT97, KR00]. Heidemann et al. [HOT97]

claim their model provides guidance for wide-area and low-bandwidth network condi-

tions, but may be somewhat inaccurate when applied to LANs. Therefore, we anticipate
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similar performance, which will be shown in Section 8.4.2. Fortunately, the area of in-

terest for most caching simulations is not that of LANs, and so we expect that the

simulation of network effects over wide-area and low-bandwidth conditions will domi-

nate the occasional inaccuracy in the modeling of LAN conditions.

8.2 Implementation

In general, NCS is designed to be flexible so that a large variety of simulated environ-

ments can be created. We had particular goals of replicating many of the first order

characteristics of existing browsers and proxies (such as caching of data, DNS, and

connections). The suggested values were often derived empirically (as in [WC98]) or

by direct examination of publicly available source code (for Netscape Communicator

[Net99] and Squid [Wes02]).

One perceived drawback of a large parameter set is that all parameters must have

a value, even when trying to simulate a fairly simple environment. Conversely, this is

better viewed as a feature that makes design choices explicit, rather than implicit as in

most simulators.

8.2.1 Features

A quick summary of the features of NCS include:

• The use of a simple form of server and proxy logs as input.

• Optional support of persistent and/or pipelined connections, and more than one

connection to the same host.

• Idle connections can be dropped after timeouts, or when a new connection is

needed but the max number of connections have been established.

• Provisions for an arbitrary number of clients, an optional intermediate proxy, and

an optional number of servers.

• Support for caching at clients and intermediate proxies.
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• Parameterized link bandwidths and latencies as input to an emulation of TCP

slow-start (with some limitations such as assuming an infinite slow-start thresh-

old).

• Three versions of TCP slow-start: naive slow-start, BSD-style starting with pay-

load of size 2, and a version that uses delayed ACKs.

• Optional inclusion of a simple model for parameterized DNS lookup cost with

DNS caching at clients and proxies.

• Optional ability for proxies to buffer received files in their entirety before sending,

or can forward data as they are being received.

• Support for proxies with multiple requests for the same item to either open mul-

tiple connections, or wait until the first is received and then serve the second

request from cache.

With regard to prefetching, it supports prefetching at clients and/or at proxies. It

can model the transmission of hints from server to client at various points in the process.

Hints can then be integrated into prediction models. It does not prefetch items that

are already being retrieved.

Alternatively, NCS does make a number of simplifying assumptions. At the net-

working level, it always sends (and receives) packets in order, and there is no packet

loss. It also ignores TCP byte overheads as well as ACK bandwidth (although ACK

timing is used). For some calculations, it also ignores response header bytes and request

bandwidth when determining bandwidth resource availability. For most workloads, this

is a not a significant issue. Finally, it assumes a simple model of a server — in particular

that the server (and its subsystems) are not the bottleneck (e.g., through the use of

appropriate file and disk management as in [MRG99, MKPF99]).

As a result of implementing more features than a caching-only simulator but at a

lower granularity than ns, the runtime of NCS is orders of magnitude faster than ns,

but slower than a well-written caching simulator, such as that written by Pei Cao while

at the University of Wisconsin [Cao97] (and used in [FJCL99]). For a small, 10,000
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request subset of the NASA trace, the UW simulator completed in .2 seconds on a

1Ghz Intel Pentium III under Linux. NCS took 1.8 seconds on the same platform,

but additionally incorporated network delay characteristics to estimate client response

time improvements. In contrast, ns took more than 30 minutes (1.8x103 seconds). To

simulate the entire trace with approximately 850,000 requests, the UW simulator needs

just seven seconds; NCS requires 165 seconds. Unfortunately, ns crashed when building

the larger topology needed for the tens of thousands of hosts represented in the trace.

When run on a simpler topology of approximately 900 hosts, ns required more than

three days to complete (2.8x105 seconds) on the same platform, and was only CPU

bound.

8.2.2 NCS parameters

The simulator takes just two parameters at the command line. The first is the name of

the primary parameter file (described next), and an optional debugging level (increasing

values present more detail).

All parameter files have the following form: each parameter is specified, one per

line, in the correct order. Since there is just one value used on each line, anything after

a whitespace on the same line is ignored.

The simulator reads an entirely numerical trace of requests, one per line, in a log

to generate events. The format of the trace file is as follows: the first 6 white-space

delimited values are required (client-id, time, request-id, response-code (e.g., 200, 304,

etc.), size, and cacheable (binary value)); the server-id is the only item in the first

optional group (if not present, all requests go to the same server); the second optional

group includes three more values (elapsed-request-time in ms, the last modification

time, and the server-request time in ms).

#client-id time req-id code size cacheable [server-id [elapsedms lm serverms]]

Most Web traces contain a subset of the values listed above. In the tests we describe,

we have converted an existing Web trace (from a proxy or server) into the format

described. Here is an excerpt of one trace with all parameters:
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Clients Servers

Optional
Proxy

Figure 8.1: NCS topology. NCS dynamically creates clients and servers from templates
as they are found in the trace. It can be configured to use caching at clients and at an
optional proxy that can be placed logically near clients or servers.

46 846890365.49576 142 200 368 1 51 -1 -1 0.796008

21 846890365.508394 143 200 10980 1 23 -1 833504726 3.505611

47 846890365.519689 144 200 12573 1 52 -1 845000914 19.612891

47 846890365.520312 145 200 6844 1 52 -1 846823803 18.945683

48 846890365.555019 146 200 1340 1 53 -1 845410505 14.995183

The timings record the number of seconds elapsed since 1 January 1970. Thus these

requests were made on 1 November 1996, from four different clients to five different

servers. All requests were satisfied (response code 200). The first one does not include

a last-modified time. None provide an overall elapsed time, but the servers had response

times ranging from approximately .8ms to 19.6ms.

8.2.3 Network topologies and characteristics

As suggested by the parameters described in Section 8.2.2, the simulator is easily con-

figured for a particular set of network topologies. It currently allows for a single set of

clients which are each connected at identical bandwidths and latencies. Those clients

send their requests either to a single proxy, if used, or to the origin servers. Each server

is likewise identically configured with fixed bandwidths and latencies, representing the
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typical characteristics of all servers. See Figure 8.1. This particular representation

allows for easy management of nodes and parameter files. However, it may be of in-

terest in the future to allow for more complex network topologies and characteristics.

For example, it may be useful to have multiple proxies so that different sized sets of

clients can be evaluated, or to have some clients use a proxy and others fetch directly.

Alternatively, it could be desirable to have multiple hierarchically connected proxies to

test performance with proxy chains.

8.2.4 Manual tests

A variety of simple manual tests were performed while debugging the simulator. These

included tests of network latencies for request loads with few items, tests of the cache

replacement algorithms, and tests for persistent connections, etc. However, since man-

ual tests for debugging and validation purposes require significant human effort, they

can only be used for trivial experiments. In addition to the manual tests used for debug-

ging, the experimental performances in Section 8.4.2 were also calculated manually to

verify their accuracy, because they were feasibly small. For larger experiments, there-

fore, manual calculations are unreasonable, and so we depend on alternative methods

for validation, as described below in Sections 8.4.3 and 8.4.4.

8.3 The UCB Home-IP Usage Trace

In this section we describe the UC Berkeley Home IP HTTP Traces [Gri97] and some

of the effort needed to prepare the logs for our use. This dataset was not selected

arbitrarily, but was chosen specifically because of its non-trivial length, recorded timing

characteristics, and because it is well-known by researchers. A longer version of this

trace has been analyzed in depth by Gribble and Brewer [GB97], but the public version

described here has also been used in numerous published papers (e.g., [FCAB98, JBC98,

BCF+99, THVK99, FJCL99, BS00, LYBS00, MIB00, PF00, RID00]).
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8.3.1 Background

As mentioned previously in Chapter 4, the UC Berkeley Home IP HTTP Traces [Gri97]

are a record of Web traffic collected by Steve Gribble as a graduate student in Novem-

ber 1996. Gribble used a snooping proxy to record traffic generated by the UC Berke-

ley Home IP dialup and wireless users (2.4Kbps, 14.4Kbps, and 28.8Kbps land-line

modems, and 20-30Kbps bandwidth for the wireless modems). This is a large trace,

covering 8,377 unique clients over 18 days with over nine million requests. His system

captured all HTTP packets and recorded, among other items, the time for each request,

the first byte of response, and the last byte of response. These timestamps provide a

sample of real-world response times that can be used to validate our simulator.

8.3.2 Trace preparation

Most researchers have found that Web traces need to be checked and often cleaned

before using them in a simulator or for evaluation [KR98, Dav99c]. The UCB Home-IP

Trace is no exception.

Like many proxy logs, the events in this trace are recorded in order of event com-

pletion. This can cause anomalies in sequence analysis and when replaying the trace

for simulation, and instead must be sorted by request time.

Unfortunately, this trace does not record the HTTP response code associated with

each object. Thus, we are unable to distinguish between valid responses (e.g., code

200), error responses (e.g., 404), and file not modified responses (304). For the purpose

of simulation, we assume all responses contain a 200 response code.

While attractive for timing simulations, this trace also includes some anomalies.

One example of this is impossibly high client bandwidths: for certain responses, the

combination of size of reply and timings of request and end of response suggest band-

widths that meet or exceed LAN capabilities, and which certainly do not reflect dialup
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or wireless clients of 1996.1 More importantly, the trace does not directly reflect client-

perceived response times which is the timing estimate provided by NCS. Since the trace

is captured by a snooping proxy on an Ethernet on the way to the university’s Internet

connection, two modem (dialup or wireless) round trips are not captured (first round

trip initiates the connection, second corresponds to the time to make a request and start

receiving the last response), nor is the modem transmission time of the initial packets

to open a connection. There is also the transmission cost of the request packet and

final data packet (or more, as will be discussed in the next section). Therefore, in order

to compare the original trace timings to our simulated client response times, we will

add a factor of up to 667ms, reflecting typical timings for a 28.8 modem (which under-

estimates the higher latencies of wireless modems as well as slower dialup modems).2

Prior to the adjustment, the trace had a mean response time of 17.4s and a median of

2.9s; afterward it had a mean and median of 18.0s and 3.6s, respectively.

The UCB Home-IP trace also misses the latencies associated with DNS lookups.

However, since the simulator can also ignore this, we don’t need to be concerned about

it for the purposes of validation.3

8.3.3 Analysis

We analyzed statistics and distributions of the UCB Home-IP Trace to better under-

stand the activity represented, and to look for anomalies. First we consider the response

size distribution. Figure 8.2 shows the cumulative distribution function of response sizes

from this usage trace. We found that 25% of all responses were 430 byes or smaller,

1Therefore, in our simulations, we drop more than half a million anomalous entries from the trace
(primarily those with missing timestamp fields, corresponding to missed packets or canceled requests,
but also 13 entries with server-to-proxy bandwidth over 80Mbps, and 7237 entries with size > 100MB).

2The value 667ms can be calculated as follows. We assume a modem round-trip time of 200ms, and
effective bandwidth of 3420 bytes/sec (to account, in part, for the overhead of TCP/IP header bytes
and PPP framing bytes). The transmission time to send and receive the initial packet to set up a new
connection is 22.2ms (40 bytes sent and received at the raw 3600 bytes/sec), the time to transmit the
request is 95ms (325 bytes at 3420 bytes/sec), and the time to receive the last packet is estimated to
be 149.7ms (512 bytes at 3420 bytes/sec). The total delay is then the sum of two round-trip times,
the transmit time to send and receive initial packet to set up a new connection, the time to transmit a
request, and the time to send a final response packet.

3In general, though, DNS effects can contribute significantly to user-perceived retrieval latencies
[CK00, CK01a, STA01] and ought to be included in simulation and analysis of Web delays.
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Figure 8.2: Cumulative distribution function of response sizes from the UCB Home-IP
request trace.
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Figure 8.3: Cumulative distribution function of client-viewed response times from the
UCB Home-IP request trace.

and that the median response size was approximately 2310 bytes. This compares to a

mean response size of approximately 6.7KB.

An obvious measure of user-oriented performance for a Web system is the response

time. Figure 8.3 shows the cumulative distribution function of response times. In

examining this trace, we found that the first quartile of the response time distribution

is at 1.0s, and the median is at 3.6s. The mean response time is much higher at 18.0s.
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Figure 8.4: Scatter plot of file size vs. estimated actual response time for first 100k
requests from UCB trace.

In order to better understand the distributions involved, we also examined the

relationship between the size of a file transfered, and the response time for that file. In

Figure 8.4, the actual response time vs. size of file is plotted for the first 100,000 requests

in the UCB trace. We also plot the idealized performance of a 28.8 modem. Note

the large number of points along the lower-right edge that correspond to transmission

bandwidths that are higher than expected (below the 28.8 modem line). For example,

there are many points at 8000 bytes with a response time of less than 1s. Assuming 1s,

this corresponds to 64000 bits per second, which is clearly above the bandwidth limits

for dialup and wireless technologies of 1996. We have two conjectures that provide

plausible explanations. One is that these points (contributing to the fuzziness along

the lower right edge) is an artifact of packet buffering at the edge device to which the

modems were attached (such as a terminal server). The second possibility is that we

are seeing the effect of data compression performed by the modems. Note that if we

were to plot the original dataset (without filtering obvious anomalies), we would see

even more extremal points to the lower right.

In the next section, we will compare simulated timing results with those shown here.
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8.4 Validation

Verification and validation [Sar98] are essential if the results of those simulations are

to be believed. This is particularly important when the simulated experiments are

not easily replicated (e.g., perhaps because of extensive development effort required,

or proprietary log data). Lamentably, even limited validation of simulators has been

uncommon in the Web caching community.

We can validate either network effects or caching effects, or their combination. To

limit variation when making comparisons, we will attempt to use the same data set pub-

lished previously to the extent possible (including the UCB dataset described above).

Unfortunately, the results in many papers use proprietary data that cannot be shared.

We describe related work later in Section 8.6.1.

In this section we will use real-world data to validate simulated HTTP network

performance at both a small scale (individual transactions, carefully measured) and at

a large scale (tens of thousands of clients and servers from a log real-world usage).

First we discuss the validation process necessary for our Web performance simulator.

Then we compare simulated end-user response times with real-world values at small and

large scales. Finally, we compare caching performance with another respected simulator.

8.4.1 The validation process

Typically it is impossible for a simulator to exactly mirror real-world experience. NCS

is no exception. In NCS, we make assumptions and simplifications as a trade-off for

faster completion of simulations. For example, NCS ordinarily uses fixed parameters

for many aspects of client, network, and server performance. In the real world, these

values would be a function of changing world conditions. Different servers would have

different connectivity characteristics (including network latency and bandwidth) and

service loads at different times. Dial-up clients will likewise differ in bandwidths and

latencies depending on the hardware, software, and phone lines used. NCS only models

the traffic captured in the input trace, ignoring unlogged traffic (e.g., non-HTTP traffic

like HTTPS, streaming media, FTP, or traffic destined for non-logged clients or servers).
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Given that the simulation will not generally replicate real-world experiences, what

can be done? Instead, we can use the simulator to repeat simple real-world experiments,

and thus validate the simulator by comparing it to both real-world results and the

calculated results of others (which we do in Section 8.4.2). In particular, we can ask

whether the same effects are visible, and most importantly, verify that the simulator

works as expected (in general, similarly to other results with some deviation as a result

of the simplifications made).

8.4.2 Small-scale real-world networking tests

Fortunately, some networking researchers have taken the time to validate their network-

ing models by comparing them to real-world results (e.g., [HOT97]). By publishing such

work in detail, others are not only able to validate new simulators, but also to compare

the fidelity of various theoretical models to those results.

In this section we do exactly this. We use the real-world measurements reported

in published papers [HOT97, NGBS+97] and attempt to reproduce the real-world ex-

periments under simulation. Heidemann et al. [HOT97] use two sets of experiments

for validation of their model of various implementations of HTTP over TCP. The first

measures the overall retrieval time of a small cluster of resources.4 This workload is

tested in two environments (Ethernet and a high-speed Internet connection) using two

forms of the HTTP protocol (HTTP/1.0 and HTTP/1.0 with persistent connections).

The actual measurements were gathered and used by Heidemann et al.

The second set of experiments measures the overall retrieval time of a 42KB Web

page with 42 embedded images totaling 125KB. This workload is tested in multiple

environments (including Ethernet, high-speed Internet, and modem), but Heidemann

et al. only considered validating one protocol (HTTP/1.1-style with pipelining). The

measurements (along with others) were collected and published by a different group

[NGBS+97].

4These resources were a single 6651B page with embedded 3883B and 1866B images, corresponding
to the Yahoo home page on May 1, 1996
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Environment NCS [HOT97] ratio
protocol network simulated measured m:s

HTTP/1.0 Ethernet 32.0ms 36.8ms (10ms +/12.0ms) 1.15
HTTP/1.0+KA Ethernet 27.7ms 26.6 (8.8ms +/-1.7) 0.96

HTTP/1.0 Fast-Internet 1729ms 1716 (101ms +/-20.1) 0.99
HTTP/1.0+KA Fast-Internet 1167ms 1103 (48ms +/-9.5) 0.95

Table 8.1: Validation of simulator response time estimates on the small clus-
ter workload. Examines HTTP/1.0 (serial retrievals on separate connections) and
HTTP/1.0+KeepAlive (serial retrievals on a single connection). Measured shows the
mean of 100 trials with standard deviation and 95% confidence intervals in parentheses
from [HOT97]. Ratio m:s is the ratio of measured time vs. simulated time.

The simulator was configured to be as realistic as possible. Beyond the basic mod-

eling of HTTP over TCP/IP that Heidemann et al. describe [HOT97], we incorporated

additional costs. We estimated the cost of a establishing a new connection based on

transmission of a 40B packet (i.e., just TCP/IP headers) round-trip and a CPU time

cost of 1ms.5 We model the appropriate number of parallel connections. We also mod-

eled a fixed reply header with an estimated size of 200B. Finally, we reduced bandwidth

estimates in the modem cases to account for TCP/IP and PPP error correction framing

bytes.

In Table 8.1 we show the results of our simulator and compare it to the measurements

made by Heidemann et al. It examines performance corresponding to HTTP/1.0 (in

which serial retrievals on separate connections were made) and HTTP/1.0+KeepAlive

(serial retrievals on a single persistent connection, saving the time for subsequent con-

nection establishments). As can be seen from the ratio column, the simulated results

are quite close to the real measurements. They also improve upon the adjusted modeled

values predicted in Table 7 of [HOT97] in three cases, and equal the fourth (reducing

the average error from 11.5% to 6.4%). From these results it appears that we may be

underestimating the cost of establishing a new connection.6

5This is a revised value of CPU time cost – in an earlier version of this work [Dav01b] we mistakenly
used a smaller value of .1ms.

6A more appropriate estimate of the cost of a new connection may be on the order of multiple ms
to account for slower machines and relatively unoptimized code back in 1996. For example, Feldman et

al. [FCD+99] report the mean total connection setup time in their modem data as 1.3s, which suggests
the presence of significant server delays.
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Environment NCS [NGBS+97] ratio ratio
protocol network client/server simulated measured m:s m:a

HTTP/1.1+P Ethernet libwww/Apache 164.3ms 490ms 2.98 1.33
HTTP/1.1+P F-Internet libwww/Apache 1623ms 2230ms 1.37 1.22
HTTP/1.1+P Modem libwww/Apache 53073ms 53400ms 1.01 1.00

Table 8.2: Validation of simulator on large cluster workload. Examines performance
for HTTP/1.1+Pipelining on a single connection. Measured shows the mean of 5 trials
from [NGBS+97]. m:s ratio is the ratio of measured time to simulated time. m:a ratio
is the ratio of measured time to adjusted simulated time.

Table 8.2 compares the results of NCS to the measurements from [NGBS+97]. In

this test of pipelining, the simulator performs poorly for Ethernet, but respectably on

the Fast-Internet and Modem cases. We suspect this is the result of a number of factors:

1. We model CPU time costs as a delay (which may occur in parallel with trans-

mission of other data) rather than a use of resources (on the server side) during

which no transmission likely takes place.

2. We do not know precisely the sizes nor ordering of the images, and instead use

equal-sized values.

3. We do not know where within the first HTML retrieval that the embedded image

references are placed, and so assume that the client can attempt to retrieve all

objects at start.

4. We do not model the pipeline buffering effects described in [NGBS+97].

These effects are more pronounced for the Ethernet case because the scale of measure-

ments is much smaller. The column marked ratio to adjusted shows what the ratio

would be if we were to account for factors 1, 3 (assuming a delay of two packets), and 4

(adding a single 50ms delay as described by Nielsen et al.). The adjusted values show

improvement compared to the adjusted modeled values predicted in Table 8 of [HOT97]

in all cases (reducing the average error from 39.3% to 18.3%, although [HOT97] was

validating a slightly different dataset from an earlier version of the paper by Nielsen et

al.).
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Environment NCS [NGBS+97] ratio
protocol network client/server simulated measured m:s

HTTP/1.0 Ethernet libwww/Apache 194ms 720ms 3.71
HTTP/1.1 Ethernet libwww/Apache 358ms 810ms 2.27
HTTP/1.0 Fast-Internet libwww/Apache 5402ms 4090ms 0.76
HTTP/1.1 Fast-Internet libwww/Apache 5628ms 6140ms 1.09
HTTP/1.1 Modem libwww/Apache 62672ms 65600ms 1.05

HTTP/1.0+KA Modem Netscape4/Apache 53523ms 58700ms 1.10
HTTP/1.0+KA Modem IE4/Apache 53823ms 60600ms 1.13

Table 8.3: Validation of NCS on large cluster workload. Examines performance for
HTTP/1.0 (with up to 4 parallel connections), HTTP/1.1 (with a single persistent
connection), and HTTP/1.0+KeepAlive (with up to either 4 or 6 parallel connections
for Netscape or MSIE respectively). Measured shows the mean of 5 trials, except for
the last two rows where it is the mean of 3 trials, from [NGBS+97]. m:s ratio is the
ratio of measured time to simulated time.

Since [NGBS+97] include many more measurements than those used by Heidemann

et al., we provide additional comparisons in Table 8.3, again using Heidemann et al.’s

estimates of network RTT and bandwidth. Again, the simulated values are not far from

the measured values, except for the case of Ethernet (for the same reasons as described

earlier).

Over these datasets, NCS performs similarly to the model used by Heidemann et

al. and on average is slightly closer to the actual measurements reported. Thus we can

conclude that at least in the small, NCS is likely to provide a reasonable estimate of

real-world delays attributable to TCP.

8.4.3 Large-scale real-world networking tests

By making reasonable estimates of network and host parameters (shown in Table 8.4),

we can replay the large UCB Home-IP trace (as described above in Section 8.3) within

the simulator, and compare the resulting response times. Figure 8.5 shows the dis-

tribution and Figures 8.6 and 8.7 show the cumulative distributions of response times

for the original trace and the results of two simulations (a deterministic run and a

stochastic run that used heavy-tailed distributions of latencies to randomly determine

latencies on a per-host and per-connection basis). Likewise, we show results from the
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Parameter Value

packet size 512 bytes

request size 325 bytes

client network latency (one-way) 100 ms

client bandwidth 3420 Bps

server network latency (one-way) 5 ms

server bandwidth 16384 Bps

server per request overhead 30 ms

cost of new connection 22 ms

max conns. from client to host 4

latency distribution for hosts Pareto

latency distribution for connections Pareto

Table 8.4: Some of the simulation parameters used for replication of UCB workload.

same experiments in Figures 8.8-8.10 which compare the CDFs and distributions of ef-

fective bandwidth. The closeness of all of these graphs helps to validate the simulator.

However, the results will not be identical for a number of reasons:

• The simulator does not estimate the same timings that the snooping proxy mea-

sured. The 667ms adjustment mentioned above in Section 8.3.2 is only a gross

modification, and is not likely to adequately address the timings missing from

the variety of client access devices, nor account for the differences in timings

that result from significant buffering performed by terminal servers nor modem
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Figure 8.5: Comparison of the distributions of response times from the UCB Home-IP
request trace.

163



0

0.2

0.4

0.6

0.8

1

0.1 1 10 100 1000

C
um

ul
at

iv
e 

di
st

rib
ut

io
n 

of
 r

eq
ue

st
s

Response time (seconds)

Deterministic Simulation
Stochastic Simulation

Actual (Adjusted)

Figure 8.6: Comparison of the CDF of response times from the UCB Home-IP request
trace.
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Figure 8.7: Comparison of CDF of response times from the UCB Home-IP request trace
(magnification of first 20s).

compression.

• NCS does not model all aspects of the Internet (e.g., packet loss, TCP congestion

control) nor does it model all traffic on relevant network links.

• The simulator does not match the original host and network characteristics. Un-

der the deterministic version of the simulator, each node is given the same network

and host characteristics, which does not model the variations in connectivity (or
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Figure 8.8: Cumulative distribution function of simulated and actual effective band-
width (throughput) from the UCB Home-IP request trace.
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Figure 8.9: Distribution of simulated and actual effective bandwidth (throughput) from
the UCB Home-IP request trace.

responsivity of Web hosts). Under the stochastic version, while these charac-

teristics are determined in part by sampling from particular distributions, the

activity of a client may actually depend on the connectivity which is being set

independently.

• The parameters for the simulations have not been exhaustively explored, suggest-

ing that there may be parameter values that would produce results even closer to

the trace results.
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Figure 8.10: Log-log distribution of effective bandwidth (throughput) from the UCB
Home-IP request trace.

The graphs also show that the stochastic run of the simulator is appreciably better

than the deterministic run. In the stochastic simulation, we used Pareto distributions

for upstream latency for clients, and downstream latency for servers. To test the use

of the stochastic aspects of the simulator, thirty trials of the stochastic version were

run, over traces using 500k requests. In these tests the average of the average response

times was 27.75s with a standard deviation of 13.14s. The average median was 4.24s,

with a standard deviation of .36s. Thus, as expected with heavy-tailed distributions,

we see variation in the means, but are able to find stable results in the median.

As in Figure 8.4, we have also displayed file size vs. response time from a simu-

lated run, using static values for bandwidths and latencies, shown in Figure 8.11. In

this scatter-plot, a well-defined lower right edge is visible, corresponding to the best

response-times possible with the given bandwidths and latencies. The notch visible at

approximately 1024 bytes corresponds to the point at which three packets are needed

rather than two to transmit the file (since under typical TCP implementations, the

server will have to wait for an acknowledgment from the client before sending the third

packet).

The obvious differences between Figures 8.4 and 8.11 suggest that a single static

specification of bandwidths and latencies for clients and servers is insufficient to generate
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Figure 8.11: Scatter plot of file size vs. simulated (static) response time for first 100k
requests from UCB trace.
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Figure 8.12: Scatter plot of file size vs. simulated (stochastic) response time for first
100k requests from UCB trace.

a sufficiently wide distribution of response times. Figure 8.12, on the other hand, does

show more variance in the distribution of response times, qualitatively closer to the

actual distributions shown in Figure 8.4, albeit with a defined lower right edge.

Thus Figure 8.12 may be considered “closer” to real-world performance than Fig-

ure 8.11, and as a result, demonstrate the trade-off of fidelity vs. complexity. While

using heavy-tailed stochastic models may provide increased fidelity (in some sense), it

increases the complexity of experiments that use the simulator (because of the need to
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Trace Median Mean

Adjusted actual 3.6s 18.0s

Deterministic sim. 1.9s 5.0s

Stochastic simul. 4.0s 25.7s

Table 8.5: Basic summary statistics of the response times provided by the actual and
simulated trace results.

perform repeated experiments to eliminate the stochasticity as the cause of the effect

under consideration). The summary statistics are also closer, as shown in Table 8.5.

The median response time from the stochastic run was only 11% larger than the actual

median response time, as compared to the deterministic run which was 47% smaller.

Means also improved — 42% larger vs. 72% smaller. In any case, we maintain that

NCS is capable of generating aggregate response time results that are comparable to

real-world results, even in large-scale experiments.

8.4.4 LRU caching tests

To validate the caching code used in the simulator, we used 12 days from the UCB

modem workload [Gri97] under two additional sets of code. The first is a simple Perl

script that calculates the recurrence rate [Gre93] of the requests and caching statistics

given the assumption of an infinite cache. Such a script tells us, among other things,

that:

• There are a total of 1921788 unique cacheable objects out of 5953843 served

objects. Total bytes delivered is just over 39GB.

• The overall recurrence rate is: 67.23%.

• Taking into account typically uncacheable requests, and requiring that size and

last-modification date (when available) must match, the maximum hit rate of an

infinite passive cache is 33.45%.

The second code is the University of Wisconsin caching simulator [Cao97].It simu-

lates various sized caches under a few different replacement algorithms. It calculates

an object hit rate of 34.49%.
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Figure 8.13: Performance of the cache replacement algorithms for NCS and the Uni-
versity of Wisconsin simulator show similar results.

Note that while the UofW simulator uses last-modified times if available, it does

not take into consideration the response code nor URLs that are typically considered

uncacheable, which the Perl script does. If the Perl script is set to consider all responses

as cacheable, it finds an overall infinite cache hit rate of 34.41%.

The UofW simulator also calculates hit rates for various fractions of the infinite

cache size. These fixed cache sizes are then simulatable by NCS. In Figure 8.13 the

hit rates are reported for various cache sizes for NCS and the UofW simulator. There

are slight variations in hit rates, but these can be attributed to small differences in

implementation codes.

8.5 Sample Experiments

In this section we provide some sample experiments to demonstrate the utility of the

simulator and the various environments that it can model. Unlike the experiments in

Section 8.4, we are not intending to replicate the original scenario under which the log

might have been captured. Instead, we use the capabilities of the simulator to test

new environments and variations to determine the effects of such changes (such as the

introduction of a caching proxy, which we describe in Section 8.5.3).
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8.5.1 Demonstration of proxy utility

In some situations, proxies can provide performance benefits even without caching any

content. Here we will simulate such a situation to demonstrate a sample of what benefits

are possible and as an example use of the simulator. While one could calculate these

results analytically, the simulator is capable of performing the calculations easily when

configured properly and given an appropriate artificial trace on which to operate.

Consider the following scenario: a client is attached to the Internet with a bandwidth

of 10000B/s, and a network latency of 1s; a server is likewise attached with the same

bandwidth and latency. Thus the overall (uncontested) bandwidth between them is still

10000B/s, but the one-way latency is 2s (thus RTT is 4s). We will assume a segment

size of 1000, that request and response headers are negligible in size, and that the server

takes 0s to calculate a response. If the client makes a new connection to the server,

and requests a file that is 10000B long, it will take (according to the simulator) 16.9s

to get the entire file.

However, if a proxy is introduced exactly half-way between the two, with infinite

bandwidth, no internal latencies and zero-latency connections to the Internet, the re-

sponse time will improve. In this situation, the bandwidth is still 10000B/s between

client and proxy, and between proxy and server, but the delay between client and proxy,

and between proxy and server, is now just 1s (RTT of 2s). Even though the RTT from

client to server is still conceptually 4s, TCP’s slow start is driven by the RTT in the

local connection, and effectively forms a pipeline such that activity (or delays) are oc-

curring simultaneously on both sides of the proxy, resulting in a response time of just

13s. For naive slow-start (instead of the more sophisticated one used here) the response

times would be 20.6s vs. 14.7s. In either case, the improvement is a significant fraction

of the cost of the retrieval.

If we use a more realistic environment in which both client and server are connected

via a DSL line (1Mb/s, 10ms latency), we get 232ms response time instead of 200ms

with a proxy in the middle. In reality, the introduction of a proxy does introduce some

latency for the computation time in the proxy (plus disk, if it is a proxy cache). This,
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Figure 8.14: Comparison of client caching on the CDF of response times from the UCB
Home-IP request trace.

too, could be modeled by the simulator for greater accuracy. In certain environments,

however, if this latency is small enough, the overall effect can be positive, even without

caching. In any case, the simulator provides an environment in which different scenarios

can be tested.

8.5.2 Additional client caching

NCS provides the ability to model Web caching at clients and/or proxies. Here we

examine the effect of adding a 1MB cache (in addition to any cache already present) at

the client. This new space is called an extension cache [FJCL99]. We further assume

that the content of this cache will expire in at most one day from the last request for

that object. This simulation uses no persistent connections, nor pipelining, as in the

original UCB Home-IP trace.7

To examine the UCB Home-IP trace, we ran variations of the statically-configured

simulator, on the first 12 days of requests. We used the versions of the traces in

which sizes did not include headers, and added a fixed header according to the average

response header size from the overall trace (158 bytes). The servers are assumed to

7Actually, [GB97] says persistent connections were present, but very uncommon.
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Figure 8.15: Comparison of proxy caching on the CDF of response times from the UCB
Home-IP request trace.

be connected with T1 (1.544Mbit) bandwidth, 50ms one-way latencies, and 30ms per-

request overhead. Clients are connected at an effective bandwidth of 27.4kbps with

100ms one-way latencies.

From this test, it can be seen that a small amount of additional client caching can

improve performance. Just over 11% of requests are served from the client extension

caches. The mean response time drops from close to 5.5s to 5.1s, and efficiency improves

17%. Adding persistent connections improves performance even further, dropping the

mean to 4.6s (and improving efficiency over uncached by 26%). The median results are

visible in Figure 8.14, in which the uncached median stands at 2.4s, caching improves

that to 2.2s, and persistent connections brings the median down to 1.6s.

8.5.3 The addition of a caching proxy

In lieu of client caching, we can use NCS to examine the effect of caching at the

proxy level. In these experiments we assume the use of a single proxy cache that

provides all content to the clients in the trace. While the proxy will cache objects for

all clients (assuming a relatively small, fixed 512MB cache size), the clients will not use

an extension cache.
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In this test, the clients and servers are configured identically to those in Section

8.5.2, with the exception of no caching at the client. Here we add instead a proxy,

with 45Mbit connectivity upstream and downstream. The modeled proxy also adds

2ms latency in both directions, and a per-request CPU overhead of 10ms.

In this system, a scenario with a non-caching proxy without persistent connections

achieves a mean client response time of 5.10s. A caching proxy saves little more than

1.4% in mean response time, but does provide a reasonable hit rate (19.7%) and reduced

network bandwidth usage (a savings of 9%). These minor improvements are expected

in such a scenario, as the predominant bottleneck (the poor client connectivity) has

not been addressed in this scenario (either by caching at the client, or by persistent

connections between client and proxy).

Support for persistent connections provides a good boost in response time. A non-

caching proxy with persistent connections shaves 562ms from the average response time,

and .6s off of the median (a savings of 10.7% and 27.3%, respectively). Add caching,

and the mean response time drops to 4.65s (11.5% response-time savings over the non-

caching, non-persistent scenario). See Figure 8.15 to compare all four configurations.

8.5.4 Modeling DNS effects

NCS offers a simple mechanism to model DNS effects. Each node can provide a

fixed cache of DNS lookups for a parameterized amount of time. While the cost of

DNS lookups is currently fixed (or possibly selected randomly from some distribution),

a more complex simulation (not currently implemented) could be possible, utilizing

organization-wide DNS caches to supplement the client cache.

8.5.4.1 Client caching of DNS entries

Here we model characteristics of the Netscape 4 browser (10 entries in the DNS cache,

expiration after 900s), and assume a fixed cost of 600ms to retrieve a new entry for

the UCB Home-IP trace. We are not simulating any additional Web caching so that

only the caching of DNS responses contributes to changes in performance. Otherwise,

this simulation is identical to the caching client scenario in Section 8.5.2. We can show
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Figure 8.16: Comparison of DNS caching at the client on the CDF of response times
from the UCB Home-IP request trace.
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Figure 8.17: Effect of DNS caching at a proxy on the CDF of response times from the
UCB Home-IP request trace.

improvements in all measures: mean per-request response times decreased by 11% (from

6.25s to 5.54s); median per-request response times decreased by 20% (from 3.0s to 2.4s);

and mean per-request throughput also improved by 19%. See Figure 8.16.
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8.5.4.2 Proxy caching of DNS entries

DNS caching can also be performed by shared proxies, and is in fact a benefit of using

a (non-transparent) proxy. When a client is configured to use a parent proxy, the only

DNS lookup that is necessary is the IP address of the proxy, since all requests will

be sent to it. The proxy will have to do the DNS lookup, and can operate a larger

and better-managed DNS cache than most browsers. In the case in which requests are

“transparently” intercepted by a proxy, both the client and the proxy have to ask for

DNS resolution. In Figure 8.17, we again assume modem-based clients using the UCB

trace with a cost of 600ms for DNS results from clients, and a cost of 200ms for DNS

results for the proxy, and show a measurable improvement in typical response times

when using an explicit proxy.

8.5.5 Incorporating prefetching

NCS incorporates the ability to perform prefetching — that is, to speculatively issue

retrieval requests in advance of an actual request in the trace. Prefetching can be

performed by clients or by proxies. The model to decide what to prefetch can be built

by the client, proxy, or server. In the case of a server or proxy model, the predictions

can be included as hints that are sent to the downstream prefetcher that can use them

or integrate them with its own predictions. However, the model built is reflective of the

requests seen by the system building the model — i.e., a server model sending hints

will be built from the requests (prefetching or demand) generated by its clients.

To demonstrate this feature, we will use the SSDC Web server trace and prediction

code introduced in Chapter 4, and configure the simulated network topology to consist

of non-caching DSL clients (128kbps bandwidth, 80ms round trip delay), a prefetching

proxy with 5MB of cache placed at the ISP to which the Web server is connected via

33.6kbps modem. The proxy cache is additionally configured such that it will only retain

objects for an hour at most. The prediction module makes only one prediction using

the largest Markov model with sufficient support after each request. The maximum

order used was three; the minimum order was one. Ten requests of an object were
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Figure 8.18: Effect of prefetching at a proxy on the response times from the SSDC Web
server request trace.

considered sufficient to be used for prediction.

If the proxy is configured to passively cache only, the simulation estimates a mean

end-user response time of 3.437s and median of .790s. It had an object hit rate of 51%,

and used only 72.2% of the demand bandwidth when communicating with the origin

server. Alternatively, the prefetching version described above reduced the median client

delay to .70s and the mean to 3.280s, at the cost of another 4.7% in demand bandwidth.

Given a suitably augmented trace file (that is, one with the next future request listed

alongside the current request), we can simulate a single-step omniscient predictor. Thus,

for comparison, if we had an omniscient predictor that would give the next request made

by a client, the same prefetching proxy would have achieved a median client delay of

.670s and mean of 3.106s, and is shown in Figure 8.18. Thus, the prefetching version

came within 4.5% median response time and 6% mean response time of what was

possible.
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8.6 Discussion

8.6.1 Related work

Many researchers use simulation to estimate Web caching performance as mentioned

in Chapter 7. Often they measure object and byte hit rates and ignore response times.

Response time improvement, however, is a common justification for the use of Web

caching, and is arguably the initial raison d’être for content delivery networks such as

Akamai [Aka02]. Few, however, report on the verification and validation efforts they

performed, if any. Typically the most provided is a statement that hit rates (or other

measures) are similar to other published results (e.g., [KLM97]). Here we describe

simulators that either estimate response time or provide some measure of validation.

PROXIM [CDF+98, FCD+99] is a caching and network effects simulator developed

by researchers at AT&T Labs. Like NCS, PROXIM accounts for TCP slow start and

does not consider packet losses and their resulting effects. It does, however, consider

canceled requests and their effect on bandwidth usage, unlike NCS or the other sim-

ulators mentioned here. PROXIM does not include prefetching and only one of their

papers [FCD+99] provides for even minimal validation — showing similar curves for

the simulated response time distribution as the original response time distribution, and

comparing median total response times. The traces used by Feldmann et al. were

captured by a snooping proxy, much like those described in Section 8.3, and have likely

been cleaned and adjusted similarly (although this isn’t described explicitly). One un-

usual aspect of these experiments is that the traces provide extraordinary timing details

(including timestamps of TCP as well as HTTP events), allowing PROXIM to use RTT

estimates from measurements of SYN to SYN-ACK and HTTP request and response

timestamps on a per-connection basis.

Like NCS, the simulator described in Fan et al. [FJCL99] uses the timing informa-

tion in a portion (12 days) of the UCB trace [Gri97] to estimate response times seen by

each modem client. However, it also uses a much simpler model of response time that

• estimates client-seen response time to be the sum of 1) time between seeing the

request and the first byte of the response, and 2) the time to transfer the response
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over the modem link,

• appears to ignore connection setup costs,

• appears to ignore TCP slow start effects, and

• groups overlapping responses together.

However, Fan et al. claim that by grouping overlapping responses together they are able

to measure the time spent by the user waiting for the whole document. This simulator

does incorporate some prefetching — it uses one kind of prediction by partial match

(PPM) for proxy initiated prefetching (in which the only objects prefetchable are those

cached at the proxy, resulting in no new external bandwidth usage).

Kroeger et al. [KLM97] examine the limits of latency reduction from caching and

prefetching. They use proxy traces from a large company and find that 23% of the

latency experienced by a user is internal, 20% is external but cannot be fixed by caching

or prefetching, and the remaining 57% correspond to external latencies that can be

improved. Prediction is performed by an optimal predictor, with some limitations on

when prediction is permitted. The latencies used are not calculated per se, but are

extracted directly from the logs.

The ns simulator [UCB01] is likely the best-known networking simulator, but is

not typically used for caching performance measurements, possibly because of slow

simulation speeds. It uses detailed models of networking protocols to calculate perfor-

mance metrics (see [BEF+00] for an overview). This simulator has been validated by

wide-spread user acceptance and extensive verification tests [Flo99].

8.6.2 Future directions

Much of NCS is simplistic, and could be improved (both in fidelity and in simulation

efficiency) with additional time and effort. Suggested areas of improvement include:

• Range-based requests and caching. HTTP/1.1 traces often include partial content

responses, implying that range-requests were used.
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• Better models for packet loss. The simulator does include a simple uniform prob-

abilistic model of loss, but one based on congestion, along with recovery mecha-

nisms, would be more appropriate.

• A better model for consistency. The current simulator does not sufficiently model

changes at the source, and as a result it does not generate simulated GET If-

Modified-Since requests.

• Model terminated requests. Some traces provide information that specifies if

a response was terminated early (as a result of user cancellation via the stop

button, or by clicking ahead before the document fully loaded). Similarly, it

may be important that prefetch requests using GET be terminable when demand

requests are present.

• Prefetching other than most-likely next request(s). Large objects need extra time

to be retrieved, and so prefetching further in advance (i.e., more than one step

ahead) may be needed.

Such improvements would increase simulation fidelity. Their impact on simulation

results, however, is unknown.

8.6.3 Summary

In this chapter we have motivated the development of NCS and described its features

and capabilities. We additionally provided a number of sample experiments showing

the simulator’s utility in a variety of contexts.

While we expect that true believability will come with hands-on experience, we have

also used this chapter to argue for the validity and believability of NCS for simulating

retrieval latencies. In the process, we have provided a case study for network simulator

validation by comparison to real-world data and discussed some of the preparation

required for using the UCB Home-IP HTTP Trace.
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