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ABSTRACT

Truncated multipliers offer significant improvements in area, delay, and power. However, little research has been
done on their use in actual applications, probably due to concern about the computational errors they introduce.
This paper describes a software tool used for simulating the use of truncated multipliers in DCT and IDCT
hardware accelerators. Images that have been compressed and decompressed by DCT and IDCT accelerators
using truncated multipliers are presented. In accelerators based on Chen’s algorithm (256 multiplies per 8 × 8
block for DCT, 192 multiplies per block for IDCT), there is no visible difference between images reconstructed
using truncated multipliers with 50% of the multiplication matrix eliminated and images reconstructed using
standard multipliers with the same operand lengths and intermediate precision.

Keywords: Truncated multipliers, Discrete Cosine Transform, Inverse Discrete Cosine Transform, hardware
accelerators, computer arithmetic, image compression

1. INTRODUCTION

Portable devices that rely on digital signal processing (DSP) hardware have become commonplace. As more of
these devices include image processing functionality, computational demands on DSP hardware increase, as does
power consumption. Since long battery life is a high priority feature for most consumers, power reduction has
become an important research area.

Algorithms commonly implemented by DSP hardware such as the Fast Fourier Transform (FFT), the Dis-
crete Cosine Transform (DCT), and the Inverse Discrete Cosine Transform (IDCT) are multiplication intensive.
Truncated multipliers are multipliers in which some of the least significant columns in the multiplication matrix
are not formed. Using truncated multipliers in DSP hardware is a simple way to achieve a significant decrease in
chip area and power consumption. The drawback is that using truncated multipliers also introduces errors into
the computation due to the unformed partial product bits.

A number of papers have been written that present techniques for correcting the error introduced by truncated
multipliers.1–10 Some work has been done on using truncated multipliers in actual systems,11–13 but not much,
probably due to concern about the effects of accumulated error on the system output. This paper addresses
those concerns directly by simulating JPEG image compression and decompression using DCT’s and IDCT’s
with truncated multipliers. Images compressed and reconstructed using truncated multipliers are shown that
are nearly identical to images processed using standard multipliers, but with 36% to 50% of the multiplication
matrix eliminated. This significant reduction in partial product bits translates into reduced multiplier size and
power consumption, providing a significant overall power savings for the DSP system.

Section 2 gives an introduction to truncated multipliers, and discusses constant correction and variable
correction techniques. Section 3 describes JPEG baseline sequential encoding and decoding of images, which is
simulated in this work. Section 4 introduces the software tool used to simulate truncated multipliers in DCT’s
and IDCT’s. Section 5 presents the simulation results.
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column: 215 214 213 212 211 210 29 28 27 26 25 24 23 22 21 20

multiplicand: A a7 a6 a5 a4 a3 a2 a1 a0

multiplier: ×B b7 b6 b5 b4 b3 b2 b1 b0

1 a7b0 a6b0 a5b0 a4b0 a3b0 a2b0 a1b0 a0b0

a7b1 a6b1 a5b1 a4b1 a3b1 a2b1 a1b1 a0b1

a7b2 a6b2 a5b2 a4b2 a3b2 a2b2 a1b2 a0b2

multiplication a7b3 a6b3 a5b3 a4b3 a3b3 a2b3 a1b3 a0b3

matrix: a7b4 a6b4 a5b4 a4b4 a3b4 a2b4 a1b4 a0b4

a7b5 a6b5 a5b5 a4b5 a3b5 a2b5 a1b5 a0b5

a7b6 a6b6 a5b6 a4b6 a3b6 a2b6 a1b6 a0b6

1 a7b7 a6b7 a5b7 a4b7 a3b7 a2b7 a1b7 a0b7

product: p15 p14 p13 p12 p11 p10 p9 p8 p7 p6 p5 p4 p3 p2 p1 p0

Figure 1. Two’s complement multiplication matrix, m = n = 8.

2. TRUNCATED MULTIPLIERS

2.1. Two’s complement multiplication

Consider an m-bit by n-bit two’s complement multiplier. The multiplicand, A, and the multiplier, B, are two’s
complement integers described by

A = −am−12m−1 +
m−2∑

i=0

ai2i , B = −bn−12n−1 +
n−2∑

j=0

bj2j . (1)

Using techniques presented by Baugh and Wooley,14 and Gibson and Gibbard,15 the product can be
computed without any subtractions, as follows:

P = am−1bn−12m+n−2+
m−2∑

i=0

n−2∑

j=0

aibj2i+j+
m−2∑

i=0

bn−1ai2i+n−1+
n−2∑

j=0

am−1bj2j+m−1+2m+n−1+2n−1+2m−1 . (2)

In the case where m = n, the last two terms in (2) are combined and added as a single ‘1’ in the 2m column.
Figure 1 shows such a multiplier, where m = n = 8.

2.2. Truncated multipliers

In many applications, including DCT and IDCT hardware accelerators, the multiplier output is rounded and
truncated to prevent excessive word growth. When this is done, the partial products in the least significant
columns contribute a relatively small amount to the output bits that are kept. In a truncated multiplier, several
of the least significant columns of bits in the partial product matrix are not formed. This reduces the area and
power consumption of the multiplier. It also reduces the delay of the multiplier in many cases, because the carry
propagate adder producing the product can be shorter.

In multiply intensive hardware accelerators such as DCT and IDCT accelerators, the reduced area, delay, and
power benefits are not confined to the multiplier portion of the chip. Pipelined architectures and architectures
storing intermediate values in carry-save form benefit throughout the chip because shorter registers are required.

A consequence of truncation is that a reduction error is introduced due to the discarded bits. For simplicity,
the operands are assumed to be integers, but the technique can also be applied to fractional or mixed number
operands. With r unformed columns, the reduction error is2

Er = −
r−1∑

i=0

i∑

j=0

ai−jbj2i . (3)



The maximum reduction error, which occurs when each of the unformed partial product bits is a ‘1’, is13

Er max = −
r−1∑
q=0

(q + 1)2q = − ((r − 1) · 2r + 1) .

Since the reduction error can be zero, its range is

−(r − 1) · 2r − 1 ≤ Er ≤ 0 . (4)

To put this in perspective, consider a 10 × 10 multiplier with 8 unformed columns (r = 8) and the output
truncated to 10 bits. From (4), the maximum error is 4609. Although this seems very large, remember that the
weight of the least significant product bit is 1024, so the range of error is approximately 0 to 4.5 ulps, and the
average error is much smaller.

A number of papers have been published that present methods to reduce the reduction error of truncated
multipliers.1–10 Some methods determine the average reduction error, then add a constant to offset it. Other
methods add a variable value, usually derived from the most significant unformed column. Sections 2.3 and 2.4
describe the constant correction and variable correction methods used for simulation in this paper.

2.3. Constant correction
If the multiplier operands are random with uniform probability distribution, each operand bit has an equal
probability of being a ‘1’ or a ‘0’, so each partial product bit has an expected value of 1

4 .1 Since (4) gives the
reduction error when all partial product bits are ‘1’, the average reduction error is − 1

4 ((r−1) ·2r +1). Lim1 uses
this observation to calculate a correction constant, which is added into the partial product matrix to compensate
for the reduction error. Schulte and Swartzlander2 improve upon this method by considering rounding error as
well as reduction error together when determining the correction constant.

Due to truncation of the correction constant, the average error of the multiplier will not be zero. For a
hardware accelerator, this discrepancy can be minimized by calculating the total correction constant for a series
of operations and adding it in at the end, as Walters shows with FIR filter accelerators.13

Another characteristic of constant correction is that when one of the operands is zero, the multiplier output
will not be zero because of the added constant. This error is small, but if there are many multiplications by zero
it could be a problem.

2.4. Variable correction
In a constant correction truncated multiplier, the correction value is not correlated to the error, so its variance
of error is the same as an uncorrected truncated multiplier. The correction constant merely shifts the range of
error to minimize the average error, or alternately, to minimize the maximum absolute error.

King and Swartzlander present a simple method for adding a variable correction value that is correlated to
the reduction error.4 In this method, the partial products in the most significant unformed column are added to
the least significant column that is kept. As an example, consider an 8× 8 multiplier with 6 unformed columns
(refer to Figure 1). With King and Swartzlander’s method, the partial products in the 25 column are added to
the 26 column. This can be thought of as using a5b0 to approximate the bits a5b0 . . . a0b0, a4b1 to approximate
the bits a4b1 . . . a0b1, etc.

With this method, the correction value is correlated to the reduction error, which reduces the variance of
error. Analysis also shows that it reduces the absolute range of error as well. The average error is not zero,
although the method could be extended to add a small correction constant to offset this. Another important
advantage to this method is that when one of the operands is zero, the multiplier output is zero.

The only disadvantage of this method compared to the constant correction method is implementation. The
correction variable is easily formed, as it is simply the partial product bits in the 2r−1 column. In a truncated
array multiplier, the correction can easily be added into the adder cells on the edge of the array.4, 6 In a
truncated tree multiplier, however, adding the correction variable to the multiplication matrix may increase the
height of the matrix enough to require an additional reduction stage.



Figure 2. Block diagram of the JPEG baseline sequential codec.

16 11 10 16 24 40 51 61
12 12 14 19 26 58 60 55
14 13 16 24 40 57 69 56
14 17 22 29 51 87 80 62
18 22 37 56 68 109 103 77
24 35 55 64 81 104 113 92
49 64 78 87 103 121 120 101
72 92 95 98 112 100 103 99

Figure 3. Standard luminance quantization table. Figure 4. Zig-zag order.

3. IMAGE COMPRESSION AND DECOMPRESSION

In this paper, truncated multipliers are used to implement the JPEG baseline sequential encoder/decoder (codec),
which is depicted in Figure 2. A grayscale image is compressed and decompressed using this codec to demonstrate
the validity of using truncated multipliers for DCT and IDC hardware accelerators.

3.1. Image compression

In JPEG baseline coding, images are divided into 8×8 blocks of pixels (samples) for processing. Samples are level
shifted from unsigned integers having 2n levels to signed integers by subtracting 2n−1. These shifted samples
are then transformed using the 2-D DCT, given by

F (u, v) =
1
4
C(u)C(v)

[
7∑

x=0

7∑
y=0

f(x, y) · cos
(2x + 1)uπ

16
cos

(2y + 1)vπ

16

]
, (5)

where f(x, y) is the level shifted sample, F (u, v) is the transformed value, and

C(u), C(v) = 1
√

2 , for u, v = 0;
= 1 , otherwise.

The DCT output values are then quantized by dividing each by its corresponding value in the quantization
table. Figure 3 shows the standard luminance quantization table given in Table K.1 of the JPEG standard. Due
to the energy compaction property16 of the DCT, the larger output values tend to be concentrated toward the
upper left of the 8 × 8 block, so they are quantized using smaller steps. Figure 3 is given as an example, any
table can be used, such as one specifically tailored to the characteristics of the image being compressed.

After quantization, the values are sequentially ordered. Since values toward the lower right of the table tend
to be zero, values in the array are ordered using a zig-zag pattern to maximize the length of zero runs. Figure 4
shows this zig-zag order. The sequentially ordered values are encoded using Huffman encoding, then stored with
the quantization table and symbol table as the compressed image.



3.2. Image decompression

To decompress the image, the binary sequence is decoded using the symbol table to retrieve the quantized DCT
values. They are then dequantized by multiplying each by its corresponding value in the same quantization table
that was used for compression. Dequantized DCT values are then input to the 2-D IDCT , which is defined by

f(x, y) =
1
4

[
7∑

u=0

7∑
v=0

C(u)C(v)F (u, v) · cos
(2x + 1)uπ

16
cos

(2y + 1)vπ

16

]
. (6)

The output of the IDCT is then level shifted by adding 2n−1 to each value. After level shifting, these
values are approximations of the 8 × 8 blocks of the original image. Since Huffman encoding and decoding is
lossless, the accuracy of the reconstructed image depends on the precision of the DCT computation, the degree
of quantization, and the precision of the IDCT computation.

4. MAGELLAN: A DESIGN TOOL FOR HIGH PERFORMANCE DSP SYSTEMS

4.1. Overview

This paper is part of a larger study on using truncated multipliers in high performance DSP systems, including
DCT and IDCT accelerators. This research includes generation of HDL models of hardware accelerators using
truncated multipliers in order to estimate area, delay, and power improvements. It also involves bit-accurate
simulation of these models in realistic applications in order to see the effects of the error introduced by truncated
multipliers. Magellan is a software tool written in Java that helps perform both these tasks.

Magellan is the refactored second generation version of a tool used to automatically generate parameterized
HDL models of FIR filter accelerators.12, 13, 17 Magellan currently includes classes for generating HDL models
of building blocks such as registers, carry propagate adders, truncated multipliers, and other components, given
a set of parameters that define them. Magellan has a graphical user interface (GUI) that simplifies generation of
these components in both VHDL and Verilog. These components can then be used in hand written HDL models
of larger systems, or Magellan can be extended with new classes to generate parameterized models automatically.

Magellan includes a class for performing bit accurate simulation of truncated multipliers. This class simulates
most of the correction methods referenced in this paper, and can easily be extended to simulate new techniques.
The class also provides access to details of each simulated multiplication, such as the reduction error and the
value of the correction variable if one is used.

4.2. Image compression and decompression simulation

Magellan provides a class that simulates the DCT and the IDCT using either direct computation or Chen’s
algorithm.18 The 2-D DCT given in (5) would require 4096 multiplications for an 8× 8 block if implemented as
written. Computation can be reduced by performing the 1-D DCT on each row, then performing it again on each
column. Since the direct form of the 1-D DCT requires 64 multiplications for a row of 8 elements, the number of
multiplications is reduced to 1024 for direct computation. Similarly, the IDCT can be computed using the 1-D
IDCT, and it also requires 1024 multiplications for direct computation of an 8 × 8 block. Chen’s algorithm for
the DCT only requires 16 multiplications for a row, reducing the number of multiplications to 256 for an 8× 8
block. Chen’s algorithm for the IDCT requires only 14 multiplications for a row, so the IDCT can be performed
with only 224 multiplications.

Magellan can simulate both direct computation and Chen’s algorithm using double precision floating point
arithmetic, fixed point arithmetic using standard multipliers, and fixed point arithmetic using truncated multi-
pliers. For fixed point operation, the number of bits of precision can be specified for each operand as well as the
output of the multiplier.

Magellan simulates JPEG baseline image compression and decompression, as depicted in Figure 2 and dis-
cussed in Section 3. Magellan reads an image specified by the user, which can be in any format supported by the
Java ImageIO class, including *.jpg, *.gif, and *.png files. The image is read and sub-divided into 8 × 8 blocks
for processing. Samples in the block are level shifted, then input to the DCT simulator. The output of the DCT



Figure 5. Original image (left) (Reproduced by permission from R. C. Gonzalez and R. E. Woods, Digital Image
Processing, 2nd ed., Prentice Hall, 2002). Image processed by direct computation using standard multipliers (middle).
The total difference image, with differences multiplied by 10 (right).

simulator is quantized using a quantization table specified by the user. Since Huffman encoding and decoding is
lossless, it is not simulated. The quantized values are then dequantized and input to the IDCT simulator. The
output of the IDCT simulator is then level shifted to obtain the samples of the restored image.

Simulation can be performed through the GUI. The user selects the computation method, either direct
computation or Chen’s algorithm. The coefficient precision and output precision can be specified for the row and
column multiplications in both the DCT and the IDCT. The number of truncated columns can be specified for
each multiplication as well as the correction method. Several output images can be generated, including images
compressed and decompressed using standard multipliers, truncated multipliers, and double precision multipliers.
Difference images can also be generated to visualize total reconstruction errors as well as the difference between
using standard multipliers versus using truncated multipliers.

5. DCT/IDCT SIMULATION RESULTS

The image used for these simulations is taken from the book Digital Image Processing,19 2nd ed., and used here
with the authors permission. The original image from the book is 512× 512 pixels, it is resampled and reduced
to 128× 128 pixels for this work. This reduces simulation time by a factor of 16, and makes it easier to see the
pixels in the images that appear in this document.

For each of the the images shown in this paper, an intermediate precision of 10 bits is used for the row and
column multiplications of the DCT and the IDCT. Since the image samples are 8 bits, the row multiplications
of the DCT use 8× 10 multipliers with a 10 bit output. The rest of the multipliers are 10× 10 multipliers. The
standard luminance table from Table K.1 of the JPEG specification is used for quantization.

Figure 5 shows the original image on the left. The middle image is obtained by compressing, quantizing,
and decompressing the original image using standard multipliers and direct computation. It is nearly identical
to the original image, but there are differences, primarily due to quantization effects. The image on the right is
the difference between the original and the processed image, with the differences multiplied by 10 so they are
easier to see. Analysis of the difference image shows that 89.9% of the pixel values are within ±1 of the original
grayscale level and 98.7% are within ±3 levels.

Images are simulated using truncated multipliers with no correction, constant correction, and variable correc-
tion. Section 5.1 presents simulations performed using direct computation of the DCT and the IDCT. Section 5.2
presents simulations performed using Chen’s algorithm.



Figure 6. Image processed by direct computation using truncated multipliers with no correction and 50% of the multi-
plication matrix eliminated (left). The total difference image (right).

5.1. Simulation using direct computation

Each pixel sample is transformed into a DCT coefficient by a 1-D DCT row computation followed by a 1-D
DCT column computation. In direct computation, each value in the row operation is the sum of 8 products.
Each value in the column operation is also the sum of 8 products, but the multiplicands are the results from
the preceding row operations, so any errors introduced there get multiplied in the column operation. This is the
worst case for using truncated multipliers in DCT and IDCT accelerators.

Figure 6 shows the original image processed using truncated multipliers with no correction. Direct compu-
tation is used, and half of the columns in the multiplication matrix are not formed (r = 9 for the DCT row
multipliers, r = 10 for the rest of the multipliers). The results are unacceptable, as a dark grid appears superim-
posed on the reconstructed image. Close examination reveals that the grid is the result of darker pixels on the
topmost row and leftmost column of each 8× 8 block.

Figure 7 shows the original image processed again with the same settings, except this time constant correction
is used. The results are still unacceptable for most applications, but there is a big improvement in reconstruction
quality.

The multipliers are then changed to use variable correction. Since variable correction truncated multipliers
use one of the unformed columns to generate the correction variable, the number of unformed columns for each
multiplier is increased by one. This keeps the area comparable to the constant correction multiplier used to
generate Figure 7. Figure 8 shows the results, which are similar in quality to the constant correction multipliers.

After seeing these results, the number of unformed columns is decreased in order to reduce the error and
improve image quality. Decreasing the number of unformed columns by one improved image quality as expected.
The image reconstructed using uncorrected multipliers still has a visible grid. For simulations using constant
correction and variable correction, the grid can not be seen on the reconstructed image, but it can be seen faintly
on the difference image. This would be acceptable for many applications, but not all, so the number of unformed
columns is decreased once again and re-simulated.

Figure 9 shows the original image compressed and decompressed using truncated multipliers with constant
correction. For the 8× 10 multiplier, r = 7, for the 10× 10 multipliers, r = 8, which means approximately 36%
of the multiplication matrices are eliminated. The reconstructed image looks as good as the image reconstructed
using standard multipliers, even when looking at the difference image (middle). When the differences are multi-
plied by 10, grid lines can be faintly seen, but for the vast majority of applications, they will not be seen in the
reconstructed image.



Figure 7. Image processed by direct computation using truncated multipliers with constant correction and 50% of the
multiplication matrix eliminated (left). The total difference image (right).

Figure 8. Image processed by direct computation using truncated multipliers with variable correction and 50% of the
multiplication matrix eliminated (left). The total difference image (right).



Figure 9. Image processed by direct computation using truncated multipliers with constant correction and 36% of the
multiplication matrix eliminated (left). The total difference image (middle). The total difference image, with differences
multiplied by 10 (right).

Figure 10. Image processed by direct computation using truncated multipliers with variable correction and 36% of the
multiplication matrix eliminated (left). The total difference image (middle). The total difference image, with differences
multiplied by 10 (right).

The experiment is then repeated using variable correction, the results are presented in Figure 10. For variable
correction multipliers, r is increased by one so they have the same number of unformed partial product bits as
the constant correction multipliers used to produce Figure 9. With variable correction, the reconstructed image
is as good as the image reconstructed using standard multipliers, and even the magnified difference image is
almost the same.

5.2. Simulation using Chen’s algorithm

The simulation results using direct computation are quite good. With 36% of the multiplication matrix elim-
inated, the reconstructed images are indistinguishable from the images processed using standard multipliers.
Since Chen’s algorithm uses fewer multiplications, one would expect even better results when using it.



Figure 11. Image processed by Chen’s algorithm using truncated multipliers with no correction and 50% of the mul-
tiplication matrix eliminated (left). The total difference image (middle). The total difference image, with differences
multiplied by 10 (right).

Figure 12. Image processed by Chen’s algorithm using truncated multipliers with constant correction and 50% of the
multiplication matrix eliminated (left). The total difference image (middle). The total difference image, with differences
multiplied by 10 (right).

The first experiment using Chen’s algorithm is with uncorrected truncated multipliers having 50% of the
multiplication matrix eliminated. Figure 11 shows the processed image. Even with no correction, the results
would be acceptable for many applications. The difference image shows vertical error lines, but they are not as
harsh as when direct computation is used.

The simulation settings are then changed to use constant correction and run again. Figure 12 shows the
results, which are almost as good as those obtained using standard multipliers. In the magnified difference
image, horizontal lines are faintly visible. This is probably due to the row multiplies in the IDCT, most of which
should be zero but constant correction results in a non-zero output.

For the last experiment, variable correction is used. Figure 13 shows the resulting image, which is indis-
tinguishable from the image processed using standard multipliers. Even the magnified difference image looks



Figure 13. Image processed by Chen’s algorithm using truncated multipliers with variable correction and 50% of the
multiplication matrix eliminated (left). The total difference image (middle). The total difference image, with differences
multiplied by 10 (right).

the same. Analysis of the difference image shows that 89.9% of the pixel values are within ±1 of the original
grayscale level and 98.6% are within ±3 levels, nearly identical to using standard multipliers

6. CONCLUSIONS

This paper presents simulations of image compression and decompression using truncated multipliers for the
DCT and IDCT. Although using truncated multipliers introduces error into the computations, the reconstructed
images clearly demonstrate that a significant portion of the multiplication matrix can be eliminated without
compromising image quality.

Simulations using direct computation of the DCT and IDCT show that 36% of the multiplication matrix can
be eliminated without sacrificing the quality of the reconstructed image. Since direct computation involves a
sum of products operation followed by another sum of products operation on the results, this demonstrates that
the accumulated computational error due to the unformed partial product bits is relatively small, and indicates
that truncated multipliers are good candidates for implementing other algorithms such as the FFT. This also
shows that truncated multipliers could be used effectively in architectures that compute the DCT and IDCT
directly, such as systolic array architectures20

Simulations using Chen’s algorithm show that 50% of the multiplication matrix can be eliminated and still
achieve results that are indistinguishable from images processed using standard multipliers. This indicates that
architectures based on Chen’s algorithm or other algorithms having a reduced number of multiplications can
benefit greatly from using truncated multipliers.

These results are obtained using truncated multipliers for both compression and decompression. In an appli-
cation such as a portable digital camera, images compressed using low power hardware would be decompressed
on a full power device such as a personal computer, so results would be even better. Similarly, a portable video
player would decompress images produced in the studio, also with better results.

Since truncated multipliers are a simple and straightforward way to save significant area and power, these
results offer a compelling argument for using them in low power DSP hardware.
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