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Abstract.

A new ALU design is proposed that is more economical than a conventional Logarithmic Number System (LNS) ALU for pipelined multiply-accumulate applications (such as FIR filters).  A novel interpolator that accepts both positive and negative arguments allows rearrangement of the fixed-point adders that implement the LNS addition algorithm. The area for the resulting circuit is essentially the same as the traditional LNS approach, but  the critical path for the proposed circuit is shorter, allowing a faster cycle time and/or a shorter latency. To make the advantages of the improved LNS ALU available to end users, new primitive operations (increment-multiply and multiply-increment-multiply) should be supported instead of the more traditional add and multiply-accumulate operations.  The Verilog coding for such a novel increment-multiply module is given.
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1. Introduction

The Logarithmic Number System (LNS) allows simple implementation of multiplication and division using a fixed-point adder/subtractor with a small amount of extra logic to deal with signs, overflow and special cases.  The difficult part of designing an Arithmetic Logic Unit (ALU) that uses LNS is the implementation of addition and subtraction.  For example, to add two positive real numbers, X1 and Y1, given their LNS representations, x1 = logb(X1) and y1 = logb(Y1), requires:

  1.  Computing z1 = y1  – x1 using a fixed-point subtractor.

  2.  Computing sb(z1) = logb(1+ bz1) using ROM lookup and possibly interpolation.

___________
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  3.  Computing y2 = x1 + sb(z1) using a fixed-point adder.

Here upper-case letters are the values of real numbers, and lower-case letters are the corresponding logarithmic representations.  Step 1 is equivalent to computing logb(Z1) = logb(Y1 / X1).  Step 2 computes logb(1+Z1) = logb(1+ Y1  / X1) with logarithms.  Step 3 forms the final result logb(X1 (1+Z1) ) = logb(X1 (1+ Y1 / X1) ) = logb(X1 + Y1).  This three-step algorithm was originally described by Leonelli in 1803 and was widely used in the 19th century after Gauss popularized it.  The advantage of this technique is that it only requires a single lookup of a monadic function, as opposed to the three monadic (or one dyadic) lookup(s) required for the more obvious form logb(bx1+ b y1).

The early LNS implementations [5] were motivated by two facts: low-precision LNS yield useful results for many practical algorithms (such as FIR filters), and the price/performance/capacity of late-1970s memory technology was good enough that a simple ROM lookup could accomplish step 2 cheaply.  In the low-precision designs envisaged with 1970s technology, steps 1 and 3 accounted for less area and delay than step 2.   Thus for a small word size, the area and delay of the ROM was cheap enough that LNS was more cost effective than conventional fixed-point or floating-point alternatives for multiply-accumulate applications, like the FIR filter.   The precision affordable with direct ROM implementation is limited since the ROM size grows exponentially with word length.

As VLSI technologies have advanced, the price/performance advantages of LNS have shifted. It is feasible to fabricate much larger memories. The disparity in logic and memory speeds is greater now than in the 1970s.   Most importantly, there is greater concern about power consumption and battery life.  LNS has certain intrinsic advantages since the logarithmic representation compresses information so that the high-order bits of an LNS representation change less frequently than an equivalent fixed-point representation and the LNS representation requires fewer bits [8] for applications needing large dynamic range.

Considerable research has been devoted to improving the speed and cost of the second step in the above algorithm.  The fruits of this research can be viewed either as obtaining higher precision sb(z1) with given resources devoted to step 2 or as reducing the resources required to obtain a given precision.   The most common improvement is that the size of the sb table can be cut in half (without affecting accuracy) by swapping y1 and x1 so that the z1 presented to the ROM is always of the same sign[5] because sb(z1) = logb((1+ b-z1) b z1) = sb(–z1) + z1.  The value of sb(z1)  tends towards zero as z1 approaches   – (  (and towards z1 as z1 approaches ( );  therefore points beyond the “essential zero” need not be tabulated, typically resulting in a reduction of about three address bits from the ROM (depending on the dynamic range desired) [12].  Generalizing this idea, the table of sb(z1) is sparse, and therefore amenable to PLA implementation [11]. The derivatives of sb(z1) are well-behaved, making interpolation [2,6,7] feasible to extend precision or reduce table size, but interpolation comes at the cost of a fixed-point multiply accumulate.

This paper instead focuses on how the above algorithm may be rearranged to reduce the delay associated with steps 1 and 3 of the LNS addition algorithm, especially when pipelining is used to increase the clock rate of the system.  This approach uses an increment-and-multiply operation, rather than conventional addition, to perform the summation.  In order to keep the table size (and area) similar to previous LNS ALUs, a novel kind of interpolation for step 2 that accepts arguments of both signs is explained later in Section 4.  Verilog code for the novel design is given in Section 7.

2. Fixed-point addition
Conventional LNS addition depends on two fixed-point adder/subtractors. It is worth reviewing the advantages and disadvantages of various methods of fixed-point addition before considering how to improve their usage in LNS arithmetic.  

The simplest method of fixed-point addition is the carry-propagate adder, which uses the least area but that has a delay that is proportional to the word length.  This technique accepts two non-redundant fixed-point inputs, and produces a non-redundant output.  The term non-redundant here means that for an n-bit word length, there are 2n distinct values representable, typically the two’s-complement integers (–2n-1 .. 2n-1 – 1) or the unsigned integers (0 .. 2n  – 1).

 
Alternate non-redundant fixed-point adder techniques offer lower delay at the cost of greater area than carry-propagate adders.  These alternate techniques include the carry-skip adder and the carry-lookahead adder.  These techniques have delays that are also a function of the word length, but those functions are theoretically less than linear in the word length.


In contrast to the non-redundant adders described above, there are redundant adders that offer constant-time addition, regardless of word length.  Common redundant approaches include the carry-save adder and the signed-digit adder. Stouraitis [10] considered using an overall signed-digit representation for LNS, but not in the context of sb interpolation described in this paper.

The redundant approaches achieve constant-time addition by producing an output that is not unique.  Several bit patterns represent the same value. Converting from the redundant representation to the more desirable non-redundant representation requires a slower carry-propagate (or other non-redundant) adder. Redundant adders are useful when a series of additions occur in sequence, as happens when summing the partial products in a fixed-point multiplier or multiply-accumulator.  

This idea of redundant summation of partial products with other inputs has been used recently in a circuit for sb(z) interpolation so that only a single non-redundant adder is required at the end of the interpolation [4].  A somewhat simpler case shown in Figure 1 approximates sb(z) as sb(zH) + c(zH) · zL, where c(zH) is the slope of the interpolation line and z = zH + zL.  The time to compute this approximation is only tf + ti  where tf is the time for a fixed point non-redundant addition/subtraction and ti is the time for the interpolation (redundant summation of the partial products together with sb(zH)). This redundant summation is shown inside the dotted box.  The thick lines indicate busses which transfer the redundantly represented sums.  The use of the dashed-line input (v) will be explained later.  The predominant delay in ti is ts, the time for an sb lookup from the ROM.  Although Figure 1 shows them as separate ROMs, sb(zH) and  c(zH) are addressed by the same bus and could be output from a single ROM, thereby saving the area associated with row and column addressing of a second ROM.

3. Conventional LNS summation
Summation of a series of terms is a very common operation.  Let’s consider how to add the positive values X0, X1, X2 and X3 using conventional LNS techniques.  In a typical LNS application, these values would be the result of an LNS multiplier (fixed-point adder), but for simplicity of discussion here, let’s just assume that X0, X1, X2 and X3  have already been formed. 
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Figure 1.  LNS Interpolator with Carry-Save Improvement

We are given the LNS representations x0, x1, x2 and x3 and wish to produce the LNS representation of the sum, y4 = logb(X0  + X1+ X2+ X3).   We systematically compute

yi = logb(X0+X1+ ...+Xi-1):
z1= x0  – x1 

y2 = x1 + sb(z1)

z2= y2  – x2

y3 = x2 + sb(z2)

z3 = y3  – x3

y4 = x3 + sb(z3).

Assuming a pure combinational logic (non-pipelined) implementation with the direct lookup approach, the time to accomplish this is  6tf + 3ts.  In the case where interpolation is used as a replacement for a ROM, the time to compute the LNS sum of these four numbers becomes 9tf + 3ti.   In fact, the fixed-point addition of step 3 can be merged into the carry-save adder tree using the input v of Figure 1, making the delay for this particular example 6tf + 3ti.      

The fixed-point subtractions in step 1 of the algorithm must be of the carry-propagate kind for each LNS value to be added since z1, z2 and z3 address tables and redundant representations are inefficient for this purpose.   For example, if a table could have an 8-bit non-redundant address, using a redundant version of this same address could increase the table size from 256 words to as much as 65536 words. The time to complete this sequence is due in part to the fact that in the above yi is dependent on zi-1 and zi is dependent on yi. For notational convenience, let Y1 = X0.  In general, the recurrence shown in Figure 2 is:

zj-1 = yj-1  – xj-1   

yj = xj-1 + sb(zj-1) .

The time required is (k – 1)(2tf + ts) for sb lookup and (k –1)(2tf + ti) for sb interpolation, where k is how many LNS values are to be added.   If the system is pipelined to improve performance, the clock period must be greater than 2tf + ts for sb lookup and 2tf + ti for sb interpolation. 
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Figure 2.  Traditional LNS Addition with

Carry-Save Interpolation

4. Faster LNS summation
Conventional LNS techniques often reduce the table requirements for sb by ensuring that zj < 0 (thus zH < 0), which implies swapping yj and xj if necessary.  To implement this, both yj – xj and xj – yj are computed, and the negative one is selected. Together with the resources used in Figure 2, the conventional approach requires: the ROM (for zH < 0), three carry-propagate adders, two multiplexors, and the carry-save tree adder tree.  For the derivation below, however, it is important not to place such restrictions on the values of zj.  For the moment, we will assume the ROM has an extra address bit to accommodate both positive and negative zj.  Later in this paper, a novel interpolation technique will be considered to accomplish the same effect without having to double the size of the ROM.


By substituting the value of yi into the computation of zi, we have:

z1 = x0  – x1 


z2 = x1  – x2 + sb(z1) 

z3 = x2  – x3 + sb(z2) 
y4 = x3 + sb(z3)   .

Stouraitis [9] described a similar rearrangement, but did not develop the idea further.

In general, if we define z0 to be minus infinity and the x term beyond the last one to be summed ( x4 here) to be 0, the recurrence is:

vj = xj-1   –  xj


zj = vj + sb(zj-1)  .

It is reasonable to assume that x0, x1, x2 and x3 are all available well ahead of when they are needed (either they are in memory or are the result of a pipelined LNS multiplier).  Thus, the computation of vj can occur in parallel with sb before vj is needed.  The only remaining dependency is that zj depends upon zj-1.  The time for this novel variation of LNS summation is k tf + (k–1)ts for simple lookup or k tf + (k–1)ti for interpolation, assuming no pipelining.   For the four-term example of the last section, the time is 4tf + 3ts for simple lookup and 4tf + 3ti for interpolation.  The latter time is possible since the fixed-point addition of vj  to sb(zj-1) can be done as a carry-save addition, with the final carry-propagate addition occurring just before zj-1 will address the sb(zj-1) table.  If the system is pipelined, the clock cycle will be roughly tf + ts for simple lookup or tf + ti for interpolation, thus halving the component due to carry-propagate addition.

Thus, the meaning of Figure 1 (with its dashed-line input, v) can be viewed as implementing a logarithmic-increment-multiply (LIM) operation, V  · (1 + Z), rather than the traditional way of looking at Figure 2, which is a logarithmic addition (LADD) operation (X + Y).   This would suggest that in a RISC DSP architecture that uses LNS, LIM should be included as a primitive instruction, either instead of, or in addition to, LADD.    Likewise, in an LNS library for use with HDL design, increment-multiply should be available for the designer to instantiate.  Such a Verilog module will be described later in this paper. Also, we propose that instead of multiply accumulate, a multiply-increment-multiply operation be used as this is a simple but cheap and efficient extension to LIM.

5. Positive z without doubling ROM size

The optimization of the last section relies on the commutativity of LNS addition, which in turn requires that the hardware be able to accept either a positive or negative argument for interpolation.   This section will derive an interpolator which is able to do this without requiring a double-sized table.  Although the algorithm in the last section is the motivation for deriving the novel interpolator given below, this interpolator may also be useful for isolated LNS addition to avoid the need to compute both yj – xj and xj – yj  and then multiplex between them.  Thus, this hardware could be shared in common between the LIM and LADD operations if the designer wishes to implement both.

We start with the well-known identity, sb(z) = sb(–z) + z,  traditionally used to cut the table size in half. Following standard practice, we apply this only in the case that the argument, z, is positive.  The extra addition of z in the case z>0 can be performed using a carry-save adder.  Assuming this also can be merged into the tree of carry-save adders for the interpolator,  ti does not increase significantly.  However, the sb(–z) term poses some difficulty, as the two’s-complement negation requires incrementation with a non-redundant output that in some circumstances may propagate across the entire word.  

As an alternative to negation of z, recall that interpolation divides the word into two parts:

z = zH  + zL   ,

where zH<0 is the high portion of the word used to address the tables and 0 <  zL < ( is the low portion of the word used by the multiplier, as shown in Figure 1.   zH  has N bits after the radix point, and  (=2-N. We will not consider partitioning [6,7], where the size of ( varies depending on the value of z, although the technique described below could be extended to deal with non-uniform (.  For the moderate precision systems we envision, the simplicity of unpartitioned interpolation outweighs any savings from partitioning.  (For larger word sizes, such partitioning is important and worth the extra time, tp, involved.)

There are many forms of linear interpolation, which differ only in how the contents of the ROMs are precomputed. All of these forms fit into the structure of Figure 1:

sb(z) = sb(zH) + c(zH )· zL   .
For example, linear Taylor-Series (tangent line) interpolation uses c(zH) = sb((zH).  It has been shown [2] that –log2(maxerr) = 2N+3 for this kind of interpolation.  More accurate results occur for linear Lagrange (secant line) interpolation where c(zH) = (sb(zH +() – sb(zH) ) / (, which makes –log2(maxerr)  =  2N + 5.  The novel improvement explained below can be used regardless of the method used to precompute the ROM.


From the definition of two’s complement:

–z = ~z + 2-F  =  (~zH)+ ((~zL) + 2-F)  ,
where F is the number of bits of precision (2-F is the weight of the least significant bit of zL) and ~zH  is the one’s complement of only the bits in the zH bus.  This definition of ~ is slightly different from its meaning in C.  Here we do not complement the leading (unrecorded) zeros of zL so that ~ will distribute over zH+zL.  The one’s complement is a constant-time operation. The maximum possible value of ((~zL) + 2-F) is one unit in the least-significant bit larger than the maximum value of zL; however, the error bounds for interpolation described earlier will not increase as a result of interpolating at (.  Therefore, we can directly interpolate for sb(z) without doubling the table size:

sb(z) = sb(~zH) + c(~zH) · (~zL) + (2-F · c(~zH) + z)  .

Since 0 < c(~zH) < 1 and z > 2-F (unless z=0), the set of bits for 2-F · c(~zH) and z are disjoint, and 2-F · c(~zH) + z can be computed in zero time with concatenation.  The extra addition of 2-F · c(~zH) + z can most likely be merged into the carry-save-adder tree of the interpolator with essentially little or no extra delay.  Combining this with the fact that the value of v must be included in the final sum for the LIM unit, we have:


sb(zH) + c(zH)· zL  +  v,



     z < 0
v + sb(z) =
 

sb(~zH)+c(~zH)·zL + v+(2-F ·c(~zH)+z),   z ( 0.

Omitted for brevity is a similar quadratic interpolator.

6. Simulation

Adding (2-F · c(~zH) + z) to the result of interpolating at ~z is mathematically equivalent to interpolating at z only when all bits of the product are retained.  Some of these bits beyond the 2-F place must be retained for the interpolator to produce an acceptably rounded result.    Prior LNS implementators have done simulation to determine the minimum number of guard bits and bus widths.   We will compare the simulation results from such an interpolator to the results from our proposed interpolator. 
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Figure 3.  Novel LIM Interpolator for + z and – z.

In Figures 3 and 4, W is the LNS word width; K is the  number  of   integer  bits   presented   to  the   ROMs; 

F < W – K is the precision (there may be bits on the left of W that are ignored because of the essential zero property); G is the number of guard bits required in prior implementations; and P is the number of additional product guard bits due to the (2-F · c(~zH) + z) term.  K is related to the essential zero, 2-F > sb(–F) >  sb(–2K).  For 8 < F  < 16, K = (log2(F)( = 4.  In VLSI, we only need to tabulate for –F < zH < 0; but for FPGAs, we tabulate for -2K < zH  < 0.  For either case, zH = –2K (congruent to zH = 0) is used to store sb(0). The contents of the intercept ROM have 2-F-1 added to them to simplify rounding F+G+P bits of precision to F bits.  Not shown in Figure 3 is an adder that operates in parallel to compute v.   Considering this adder, but setting aside the issue of the ROM, there are only modest additional resources (ANDs that determine whether the novel term is added, XORs to conditionally form ~z and another leaf on the carry-save tree) required here compared to Figure 2.  Compared to the conventional approach that multiplexes between yj – xj and xj – yj, the novel approach saves two multiplexors and one fixed-point adder.  As the areas of these distinctions are roughly the same, whether the area for the improved interpolator of Figure 3 is the same as the traditional approach or not depends on the sizes of their respective ROMs. 


The accuracy goal for both interpolators is ‑log2(maxerr) (  F + 1, which achieves the most reasonable compromise between accuracy and cost:  faithful rounding[3].  If we use Lagrange interpolation this requires 2N+5 >  F+1, or N=(F-4)/2, whether or not the novel (2-F · c(~zH) + z) term is implemented.  Since N dominates memory requirements ( (F + G + M – 1) F · 2N bits for VLSI or (F + G + M – 1)2N+K bits for FPGA), the novel interpolator uses similar amounts of memory as the prior interpolator.  By exhaustive simulation, we determined the optimum values for other bus widths in Table 1: 

Table 1.  Optimal bus widths for the novel interpolator, and observed rounding results.

F 
G
N
M
P
% next nearest

z < 0  
z ( 0

6 
2 
1 
  6 
1 
0.14  
 0.17

8 
2 
2 
  7 
1 
0.14 
 0.17

10 
2 
3 
  8 
2 
0.15 
 0.17

12 
2 
4 
  9 
4 
0.12 
 0.12

14 
2
5 
10 
4 
0.13 
 0.13

16 
2 
6 
11 
6 
0.13 
 0.12

18 
2 
7 
12 
6 
0.12 
 0.12
It happens the widths are the same whether (z(0) or not (z<0) the novel (2-F · c(~zH) + z) term is used, except that if the novel term is not used, P=0.  The last two columns indicate the percentage of rounding to the next-nearest LNS point for our interpolator.  (The largest error possible in faithful rounding occurs when a value is rounded to the next-nearest.)   Although for small F this percentage is slightly larger when the novel term is used, as F (and correspondingly P) increase, this percentage tends towards the same level as when the novel term is not used (0.12, which is acceptable).  

7. Verilog module
Here is a Verilog module for the W=19, F=12 LIM operation, which clarifies some of the details of the scaling, bus widths, and gates not shown in Figure 3:

module ul_incmul(s, z, v, zH, sb_zH, c_zH);

  input [19:0] z;

  input [18:0] v;

  output [18:0] s;

  output [7:0] zH;

  input [14:0] sb_zH;    

  input [7:0] c_zH;

  wire [18:0] zt = (z[19]) ? z : (19'h7ffff^z); 

  wire [7:0] zH = zt[15:8];

  wire [7:0] zL = zt[7:0];

  wire [14:0] sb_zH;    

  wire [7:0] c_zH;

  wire [15:0] prod = c_zH*zL;          

  wire [12:0] prodscale = prod >> 3; 

  wire [24:0] novel = (z[19]) ? 0 :

             {z,1'b0,c_zH[7:3]}; 

  wire ez = zt < 19'h74000;

  wire [24:0] sum = (ez?0:(sb_zH<<4)) + 

             (ez?0:prodscale) + novel + (v<<6); 

  assign s = sum >> 6;

endmodule

Since synthesis of memories offers several design tradeoffs beyond the scope of this paper, the address bus, zH, and the ROM outputs, sb_zH and c_zH, are specified in the portlist so that the memories may be synthesized separately.  The input z is one bit wider to accommodate its possible use with LADD. c_zH is 8 bits wide (M -1) with the least significant bit being weighted 2-9 since c(zH)< 0.5 when zH < 0, thus the 2-1 bit of c(zH) is 0.  This is also reflected in the computation of the novel term.

To accumulate a series of LNS values requires two pipeline registers (x_old and x_new) to hold the last two numbers in the sequence, and the registers (v and z) to implement the recurrence:

`define MINUS_INFTY 19'h40000
module novelsumstep(z, v, new_z, xin, 

       clk, loadz, clearz, holdx, loadx);

  input [18:0] xin, new_z;

  input clk, loadz, clearz, holdx, loadx;

  output [19:0] z;

  output [18:0] v; 

  wire [18:0] xin;

  wire [18:0] new_z;

  wire clk, loadz, clearz, holdx, loadx;

  reg [19:0] z;

  reg [18:0] v, x_new, x_old;

  always @(posedge clk)

    begin

      if (holdx)

        x_new <= x_new;

      else if (loadx)

        x_new <= xin;

      else
        x_new <= 0;

    end
  always @(posedge clk)

    if (holdx)

       x_old <= x_old;

    else

       x_old <= x_new;

  wire [18:0] new_v = x_old - x_new;

  always @(posedge clk)  

    if (holdx)

      v <= v;

    else

      v <= new_v;

  always @(posedge clk)

    begin

      if (clearz&(~holdx)) 

        z <= `MINUS_INFTY;

      else if (loadz&(~holdx))

        z <= {new_z[18],new_z};

      else

        z <= z;

    end

endmodule
In keeping with the decision to synthesize memory separately, z, v and new_z provide communication to the LIM unit.  The inputs loadz, clearz, holdx and loadx control the registers.  In the first two cycles that xin provides valid input to the LNS unit, clearz and loadx are asserted.  In the following k–2 cycle(s) loadz and loadx are asserted.  If at any point during that time xin is not valid (say for a cache miss), holdx can be asserted.  In the final three cycles (after xin has finished providing the data to be summed) only loadz is asserted, which flushes out the three internal stages of the pipeline (x_new, x_old and z). 

8. Signed and redundant LNS arithmetic 

Relationships like those in Sections 3 and 4 apply to subtraction of LNS numbers using db(zj) = logb|1 + bzj |, except the magnitudes of the derivatives d( and d(( do not allow similar simplification.  Signed LNS arithmetic requires keeping a sign bit for each value (i.e., xj = sign(Xj) and xj = logb|Xj| ).   Signed LNS arithmetic with the algorithm in Section 4 requires a test of zj-1.  If zj‑1 = 0, use sb(zj-1), otherwise use db(zj-1).  The calculation of zj depends on zj-1, vj = xj-1 ^ xj and whether zj-1 < 0. (Here "^" means exclusive OR.)  A problem is the singularity of db(zj-1) for zj-1 near zero. The time (td >> tf +ti) for approximating db(zj-1) can determine the clock cycle.  Also, the singularity increases memory size for conventional signed LNS.  For example, Lewis [7] allocates the majority of the ROM in his interpolator to deal with this case. 

For summation of signed LNS values, the redundant LNS [1] offers the advantage that db(zj) is not required.  There, the extra cost of the redundant system is a mirrored set of registers for positive (xj+, vj+ and zj+) and negative (xj-, vj- and zj-) values, and the need to spend a few extra clock cycles to compute a single db at the end of the summation.  The interpolator may be shared for positive and negative values.  Hence, two instances of novelsumstep but only one instance of the ROM and one instance of ul_incmul are required, together with a small amount of glue logic to assert the hold signals to the positive and negative pipelines. When Xj is negative, the positive pipeline is held, and vice versa.


             K              N
                     G         P




                                       F   

      W


Figure 4.  The W-bit word with  G + P  guard bits.

9. Conclusion

A novel rearrangement of the LNS addition algorithm was given.  The conventional approach requires time for two or three non-redundant fixed-point additions as well as time for interpolation.  The novel approach reduces the carry-propagation time down to the time required for a single fixed-point addition without increasing the circuit area.  To implement this new approach requires that the interpolator handle both positive and negative arguments.  A novel interpolator is presented that adheres to this restriction and that requires the same memory as one that only works for negative arguments. Although the novel approach could work with the more widely used signed LNS, it is especially appropriate for redundant LNS. Compared to prior F =12 implementations, the novel sb interpolator described here requires one multiplier with 4,224 bits in one ROM, which compares favorably to the 77K bits in ten ROMs [12] or the two multipliers with 4,328+480 bits in two ROMs [4]. Compared to the speed (tf  = 4 ns, ti = 28 – 2 tf  – tp < 20 ns and td = 42 ns) of the latter signed-LNS technique, the redundant technique reported here can, in theory, almost double (td  / (ti + tf) > 1.75) the clock speed for pipelined-LNS summation, assuming the same 0.7( two-level-metal standard cell.
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