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Abstract

Verilog source code is described that allows a Verilog simulation to use the transcendental functions normally found in traditional software languages such as C++.  The routines are intended to be used as a sanity check in testbenches for numerically intensive hardware. Also, a ASCII plot package is given to make it easier to $display such functions.
1. Introduction

Verilog is often used to design hardware that implements complicated, numerically-intensive algorithms.  Examples include matrix transformations used in graphics, the Fast Fourier Transforms (FFT) used in Digital Signal Processing (DSP), the Hidden Markov Model (HMM) used in speech recognition, the Back Propagation (BP) algorithm used in Neural Nets (NN) and the Discrete Cosine Transform (DCT) used in image compression.  These algorithms share in common the use of real-valued transcendental functions like ex and cos(x).   Such algorithms are coded, simulated and synthesized in Verilog using its unsigned integer reg type, which makes the results produced by the hardware largely unintelligible to the designer, and the design process prone to mistakes.   Because of this, such algorithms are often coded in C++ (or a similar high-level software language, such as Java, that supports these transcendental functions) first, and then translated to Verilog later, often by a Verilog designer more of an expert in Verilog coding than in the real-valued algorithm being implemented.   The introduction of signed data types to the new Verilog standard will greatly aid designers and free them from the worry of twos-complement-arithmetic implementation, but these types are integer, and the application areas described here demand real numbers.  

The original Verilog standard [6] supports a real data type for simulation, but this type has never been supported for synthesis.   This is a sensible restriction, since the underlying floating-point of the host machine can easily implement reals during simulation, but the hardware for floating-point arithmetic is far too unwieldy to be economically synthesized in most instances.  Thus, the designer given the job of translating a real-valued algorithm into synthesizable Verilog must choose among several ways to turn real computations into approximate integer ones.  One choice would be to implement the floating-point number system, using Verilog manipulation of the integer mantissa and exponent fields.  Another, less common, choice is to use a non-standard number system, such as the logarithmic number system [1].  Such systems have huge advantages for certain algorithms, but the bit patterns which are output from simulation will seem like rubbish to the average designer because of the obscure mathematics used to implement the arithmetic.  In fact, it was the implementation of the logarithmic number system in Verilog that motivated the development of the general-purpose transcendental functions described in this paper,  for as one might expect,  logarithmic hardware needs a testbench that understands logarithms.  Despite these unusual systems, the most common choice to implement reals in synthesizable hardware is the fixed-point number system, where each reg or wire is understood to be scaled by a power of two.

For example, reg[4:0]x,y could implement the unsigned fixed-point numbers between 0.0 and  7.75 if x and y were assumed to be scaled by 2-2 (i.e., the two left bits are to be after the understood radix point).  A testbench working with such numbers could make the results from Verilog comparable to the results from the “golden” C++ code simply with:

      $display(0.25 * x);

The designer is then free to try various transformations to the algorithm that help improve its speed, area or power consumption when synthesized by Verilog.  The real numbers which are output by the Verilog simulator after each design iteration need to be compared against the C++ code. 

The problem with this black-box test approach is the same as the problem faced by the designers of the division unit of the original Pentium in 1994 in what became the most famous hardware bug in history [4].  Almost all of the correct C code that implemented that algorithm got translated to hardware;  only a few constants were omitted.  Testing of the complete system before fabrication could only capture a fraction of the exponentially large number of possible test vectors.  Thus, an incorrect design went to fab.

The hardware manipulating fixed-point numbers is prone to several problems.  For example, the designer needs to remember that multiplication is not simply x*y but rather(1*x*y+2)>>2.  Plus, overflow is a constant threat. Having a testbench is important to detect problems introduced by the translation of the real-valued algorithm into wires and regs.

One approach to reduce the chances of translation flaws is to do unit testing of various modules in the hardware implementation.  If the modules are small enough, it becomes possible for a Verilog testbench to do more complete or even exhaustive testing.   The difficulty is that because of the different nature of hardware and software, the modules chosen by the hardware designer may not be isomorphic to the structure of the C++ code.  Modification of that “golden” code to facilitate such tests is dangerous as that may introduce bugs into the standard by which all future design iterations are judged. (It was in the outputting of the constants from C that the Pentium bug originated.)  Thus, in this white-box approach, the designer seeks to understand the mathematical functionality of each module.  The designer can write a concise testbench for each module that mirrors this understanding.  As the designer progresses through various hardware alternatives for the module, the same testbench can verify its mathematical functionality. The testbench should not do a bit-for-bit equality test because the approximation introduced by conversion to some synthesizable (reg or wire based) representation, such as the fixed-point number system. 

Rather, the testbench needs to provide a sanity check, without human intervention, that the output of the module is within some reasonable bounds, such as 

        |  TestBench – s*Hardware | < ( ,   

where ( is the expected roundoff error for the number system in use, TestBench is the real result predicted by the testbench,  Hardware is the reg or wire result computed by the module under test and s is the power-of-two scale intended by the designer for the fixed-point system.  The absolute value is required in the typical situation where the magnitudes of TestBench and Hardware are unknown.  It is a slight inconvenience that Verilog lacks the built-in function fabs(), but this can be overcome with the use of an if statement:  

           dif = TestBench – s*Hardware;

           if (dif < 0)

             dif = -dif;

           if (dif < epsilon)

             ...
For algorithm specifications that use only the four basic arithmetic operations, computing the real valued TestBench is straightforward because Verilog allows +, -, * and / with the real type, using statements with identical syntax to the original C++ code.

2. Using the functions

The problem that this paper addresses is how to test modules whose specifications use the transcendental math functions of C and C++, such as cos(x).  Although it would be possible to use PLI to access these C functions, our approach is to provide Verilog-only source code that approximates these functions.  This all-Verilog technique makes our routines more generally accessible than if they required the user to have PLI support.

The functions are defined in a file called “math.v” analogous to “math.h” in C.  Because of the syntax of Verilog, this file must be included in a module.    There are two choices for inclusion:  it can be included directly in the behavioral code of the testbench, or in a portless math module used only to include this file.  The former approach makes the syntax similar to C and C++ (for example, y=cos(x)), and the latter approach makes the syntax similar to Java (y=math.cos(x)) and allows the code to be shared by several modules.  For this reason, we recommend the latter.  Either approach is acceptable, with the understanding that the former approach requires that the designer avoid identifiers used within our package.

The relative-accuracy goal of these routines is near that of single-precision floating point, 2-23, which should be adequate for most testbench situations.  Higher accuracy could have been achieved, but at the cost of  greater computation and complexity in the routines.  On the assumption that the underling floating point for Verilog simulation is double precision, the 2-23 accuracy can be achieved without having to carefully analyze the roundoff errors in the computation.  This is especially the case for the technique used to compute the logarithm and antilogarithm functions.  Our goal is to make a reasonably accurate package with reasonably short source code in portable Verilog.

3. Sine, Cosine and Tangent

The sine function is approximated with a polynomial which works for -(/2 < x < (/2. (This polynomial, by itself, was used as a Verilog example in [2]; unfortunately there was a typo with the coefficients. The correct coefficients together with an error analysis are given in [3].)   For arguments outside of -(/2 < x < (/2, the identities sin(x) = -sin(-x) and sin(x) = -sin(x-() allow the argument to be shifted to be within this range.  The latter identity can be applied repeatedly.  Doing so could cause inaccuracies for very large arguments, but in practice the errors are acceptable if the Verilog simulator uses double-precision floating point.  

function real sin;

  input x;

  real x;

  real x1,y,y2,y3,y5,y7,sum,sign;

  begin

    sign = 1.0;

    x1 = x;

    if (x1<0)

      begin

        x1 = -x1;

        sign = -1.0;

      end

    while (x1 > 3.14159265/2.0)

      begin

        x1 = x1 - 3.14159265;

        sign = -1.0*sign;

      end  

    y = x1*2/3.14159265;

    y2 = y*y;

    y3 = y*y2;

    y5 = y3*y2;

    y7 = y5*y2;

    sum = 1.570794*y - 0.645962*y3 +

           0.079692*y5 - 0.004681712*y7;

    sin = sign*sum;

  end

endfunction

The cosine and tangent are computed from the sine:

function real cos;

  input x;

  real x;

  begin

    cos = sin(x + 3.14159265/2.0);

  end

endfunction

function real tan;

  input x;

  real x;

  begin

    tan = sin(x)/cos(x);

  end

endfunction

4. Logarithms and Exponentials

The base-two exponential (antilogarithm) function, 2x, is computed by examining the bits of the argument, and for those bits of the argument that are 1, multiplying the result by the corresponding power of a base very close to one.  For example,  if there were only two bits after the radix point, the base would be the fourth root of two, 1.1892.  This number is squared on each iteration:  1.4142,  2.0,  4.0,  16.0.  So, if x is 101.112, the function computes 25.75 as 1.1892*1.4142*2.0*16.0 = 53.81.  In general, for k bits of precision, the base would be the 2k root of two. Since we need about 23 bits of accuracy for our function, the base we use is the 223 root of two, 1.000000082629586.  This constant poses a problem to some Verilog parsers, so we construct it in two parts.  The following function computes the appropriate root of two by repeatedly squaring this constant:

function real rootof2;

  input n;

  integer n; 

  real power;

  integer i;

  begin

    power = 0.82629586;

    power = power / 10000000.0;

    power = power + 1.0;

    i = -23;

    if (n >= 1)

      begin

        power = 2.0;

        i = 0;

      end

    for (i=i; i< n; i=i+1)

      begin

        power = power * power;

      end

    rootof2 = power;

  end

endfunction

This function is used for computing both antilogarithms and logarithms. This routine is never called with n less than -23, thus no validity check need be performed. When n>0, the exponentiation begins with 2.0 in order to improve accuracy.

For computing the antilogarithm, we make use of the identity ex = 2x/ln(2), and then proceed as in the example above.  The constant 1/ln(2) = 1.44269504.   Here is the natural exponential function:

function real exp;

  input x;

  real x;    

  real x1,power,prod;

  integer i;

  begin

    x1 = fabs(x)*1.44269504;

    if (x1 > 255.0)

      begin

        exp = 0.0;

        if (x>0.0) 

          begin

            $display("exp illegal argument:",x);

            $stop;            

          end

      end

    else

      begin

        prod = 1.0;

        power = 128.0;

        for (i=7; i>=-23; i=i-1)

          begin

            if (x1 > power)

              begin

                prod = prod * rootof2(i);

                x1 = x1 - power;

              end

            power = power / 2.0;

          end

        if (x < 0)

          exp = 1.0/prod;

        else

          exp = prod;

      end

  end

endfunction
The function prints an error message if the argument is too large (greater than about 180).  All error messages in this package are followed by $stop  to allow the designer to use the debugging features of Verilog to determine the cause of the error, and possibly to resume the simulation.  An argument of less than about –180 simply returns zero with no error.  The main loop assumes a positive argument.  A negative argument is computed as 1/e-x.

The logarithm function prints an error message for arguments less than or equal to zero because the real-valued logarithm is not defined for such arguments.  The loop here requires an argument greater than or equal to one.  For arguments between zero and one, this code uses the identity ln(1/x) = -ln(x).  

function real log;

  input x;

  real x;

  real re,log2;

  integer i;

  begin

    if (x <= 0.0)

      begin

        $display("log illegal argument:",x);

        $stop;

        log = 0;

      end

    else

      begin  

        if (x<1.0)

          re = 1.0/x;

        else

          re = x;

        log2 = 0.0;

        for (i=7; i>=-23; i=i-1) 

          begin

            if (re > rootof2(i))

              begin

                re = re/rootof2(i);

                log2 = 2.0*log2 + 1.0;

              end

            else

              log2 = log2*2;

          end

        if (x < 1.0)

          log = -log2/12102203.16;

        else

          log = log2/12102203.16;

      end

    end

endfunction    


The code only divides re by rootof2(i) when the re is larger (so that the quotient will be greater than 1.0). Each time such a division occurs, a bit that is 1 is recorded in the whole number result (multiply by 2 and add 1).  Otherwise, a zero is recorded (multiply by 2).  At the end of the loop, log2 will contain 223 log2|x|.  We divide by 223 and use the identity ln(x) = log2(x)/log2(e).  The constant 12102203.16 is 223  log2(e).

The log(x) and exp(x)functions are used to implement the pow(x,y) and sqrt(x) functions:

function real pow;

  input x,y;

  real x,y;

  begin

    if (x<0.0)

      begin

        $display("pow illegal argument:",x);

        $stop;            

      end    

    pow = exp(y*log(x));

  end

endfunction

function real sqrt;

  input x;

  real x;

  begin

    if (x<0.0)

      begin

        $display("sqrt illegal argument:",x);

        $stop;            

      end    

    sqrt = exp(0.5*log(x));

  end

endfunction

The function fabs(x)is defined for convenience.  For example,  sqrt(fabs(x)) will avoid the error message even if x is negative.  Of course, this function is even more useful to check that the absolute error detected by the testbench is within (.  

5. Inverse Trigonometric Functions

The arctangent [3,7] is computed as a continued fraction, using the identities tan-1(x) = -tan-1(-x) and tan-1(x) = (/2 - tan-1(1/x) to reduce the range to 0 < x < 1:

function real atan;

  input x;

  real x;

  real x1,x2,sign,bias;

  real d3,s3;

  begin

    sign = 1.0;

    bias = 0.0;

    x1 = x;

    if (x1 < 0.0)

      begin


x1 = -x1;


sign = -1.0;

      end

    if (x1 > 1.0)

      begin


x1 = 1.0/x1;


bias = sign*3.14159265/2.0;


sign = -1.0*sign;

      end

    x2 = x1*x1;

    d3 = x2 + 1.44863154;

    d3 = 0.26476862 / d3; 

    s3 = x2 + 3.3163354;  

    d3 = s3 - d3;  

    d3 = 7.10676 / d3; 

    s3 = 6.762139 + x2;

    d3 = s3 - d3;  

    d3 = 3.7092563 / d3;  

    d3 = d3 + 0.17465544;  

    atan = sign*x1*d3+bias;

  end

endfunction

The other functions (asin(x) and acos(x)) are computed from the arctangent. 

6. Downloading the functions

The functions are available from http://www.cs.uwyo.edu/~marnold/verilogmath.html.  Also included is a driver routine that has a small plotting package that allows ASCII character plots of these functions and an approximation with greater accuracy[5] than the one shown earlier.  

7. The Plotting Package

The plotting package stores the pixels, whose coordinates are given by graph.plot, until they are ready to be displayed by graph.display.  It is necessary to initialize the plot by calling graph.init first.  For example,

    graph.init(-10.0, -1.1,  10.0, 1.1); 

             //minx,  miny,  maxx, maxy

    x = -10.0;

    while (x <= 10.0)

      begin

        y = math.sin(x);

        graph.plot(x,y);

        x = x + 0.05;

      end    

    graph.display;

produces Figure 1.  The file “graph.v” contains the graph module:

module graph;

  parameter numrow=20, numcol=80;

  real xmin,ymin, xmax,ymax;

  reg [numcol-1:0] a[numrow-1:0];

  reg [numcol-1:0] temp;

  integer i;

  integer row,col;

  real xcol,yrow;

task init;

  input xmin_init,ymin_init,xmax_init, ymax_init;

  real xmin_init, xmax_init,ymin_init,ymax_init;  

  begin

    xmin = xmin_init;

    ymin = ymin_init;

    xmax = xmax_init;

    ymax = ymax_init;

    for (i=0; i<numrow; i = i+1)

      a[i] = 0;

  end

endtask

task plot;

  input x,y;

  real x,y;

  begin

    xcol = (x-xmin)/(xmax-xmin)*numcol;

    yrow = (y-ymin)/(ymax-ymin)*numrow;

    col = xcol;

    row = yrow;

    if ((col>=0) && (col<numcol) 

      &&(row>=0) && (row<numrow))

      begin

        temp = a[row];

        temp[col] = 1;

        a[row] = temp;

      end

  end

endtask  

task display;

  begin

    for (row = numrow-1; row >= 0; row = row-1)

      begin

        temp = a[row];

        for (col = 0; col<numcol; col = col + 1)

          begin

            if (temp[col])

              $write("*");

            else

              $write(".");

          end

        $display(" ");

      end

  end

endtask

endmodule

8. Conclusions

We have made available the source code for a small Verilog package that overcomes one of the omissions in the Verilog language:  the lack of transcendental functions.  Although this may only effect a small percentage of Verilog designers, the availability of the functions given here can be most helpful to speed development of numerically intensive hardware.  We feel allowing the Verilog testbench creator to make reasonable and concise (C-like) statements about the mathematical behavior expected of the modules under test is a good way to encourage better testing of such hardware.
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Figure 1. Plot of Sin(x)
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